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UNIVERSITY OF LONDON 

ABSTRACT 

ADAPTIVE MANAGEMENT AND 
INTEROPERABILITY FOR                        

SECURE SEMANTIC                                      
OPEN SERVICES 

by Juan Jim Tan 

The trend towards ubiquitous environments and services is driving the deployment of large scale, 
heterogeneous open systems. Typically, multiple service consortia and authorities operate independently, 
each promoting their own service specifications and solutions. This leads to a plethora of specifications, 
such as security specifications, promoted by numerous standards consortia supporting different 
requirements, service interfaces and processes, that make different assumptions about the underlying 
software infrastructures and applications. Open systems that span heterogeneous domains are likely to 
require more sophisticated security management to safeguard distributed services than those in 
homogeneous domains.  
  A security framework constituting an integrated semantic, risk and meta-reasoning model is 
developed to reason about the security requirements and security operation of interacting entities within 
open service environments. Security requirements are defined using security profiles that describe the 
interlinking of security policies to instances of services. A semantic approach alone to manage inter-
domain security is insufficient. Heterogeneous systems require security analysis and reconfiguration 
support to safeguard distributed services. The semantic model advocates an abstract representation that 
mediates between multiple security specifications, in which abstract and explicit formalisms are used for 
capturing the  security configurations of the different stakeholders.  
  Meta-reasoning refers to the reflection at a conceptual level at which the domain knowledge 
(ontology) is separated from the control knowledge (profiles): systems can manage and reconfigure 
themselves without affecting their underlying implementation. By applying such a separation, reasoning 
becomes particularly useful within open service infrastructures. It supports the detection, analysis and 
resolution of multiple policy conflicts. Changes in the environment can be evaluated to see if they 
necessitate a security reconfiguration and to decide if a suitable level of security interoperability between 
heterogeneous systems is achievable. This separation also distinguishes the environment into two 
abstractions, one at the domain level where its generality supports interoperability, and another at the 
control level where specific descriptions grounds practical applications. Subsequently this interlinks 
services from one domain to another.  
  The framework is applied to two scenarios to make the conceptualisation of these ideas more 
comprehensible and appraisable. The first defines a service composition scenario evaluating the security 
interoperability of the system, using security profiles and processes. The profiles support seamless security 
integration for services to communicate securely. The second scenario defines a Byzantine problem where 
simulated threats within semantic processes are evaluated to model the fault tolerance of the system.  
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C h a p t e r  1  

INTRODUCTION 

1 Introduction 

1.1 Motivation  

Open services are becoming increasingly deployed in multiple, heterogeneous domains to enable multi 

service composition and planning, for example to support dynamic supply-chains and on demand 

services, thus opening up newer more customised commodity markets. An example multi-service scenario 

is that of a customer wishing to organise a multi-venue event such as a wedding, a conference or a peace-

keeping mission. For the wedding, venues may entail an activation chain involving the use of a hotel for 

an overnight stay followed by breakfast, private transport to the church, the church service itself, further 

transport between venues, a dinner venue, an entertainment venue and transport back to the hotel. Each 

venue service is usually managed and often operated autonomously. However, users may prefer an 

organiser to present a multiple-venue event as a single virtual event. In the context of the Semantic Web, 

open refers to interoperability, where no single manufacturer controls the specifications for the 

architecture. The specifications are in the public domain. Whilst in the context of security, open refers to a 

system that is accessible by different stakeholders in the internet.  

  Open service environments promote dynamic binding between requesters and providers. As 

specifications of services are published in directory services, there is a lower entry barrier for service 

providers to enter the marketplace - core services specifications and reference implementations become 

available for new entrants to build services. Service providers can be more easily formed and can also be 

dissolved due to increasing competition and decreasing sales. Not only can middleware services be used to 

support more dynamic B2C (Business to Consumer) interaction but they can also be used to support B2B 

(Business to Business) interaction and to support on-demand service orchestration of multiple suppliers. 

  Interoperability in multi-domains is more complex to manage and support than in single 

homogeneous application domains.  Numerous initiatives from standards consortia such as IETF, W3C, 

OASIS and various market leaders have developed open models and published specifications to enable 

distributed systems to securely interoperate. Versions of specifications often have a relatively short 

development life-cycle and life-span before they are superseded with a new version or face competition 

from an alternative specification proposed by a competing specification forum.  Specifications may also 

define choices in configurations such that different users may choose different choices in the 



 

12 

configuration and result in a lack of end-to-end configurability. In addition, although there may exist 

standards supported by big players in the market, the specifications may not address the needs of all the 

important stakeholders and so may not be supported by all of them.  A good example of this is the ANSI 

Electronic data Exchange (EDI) standard; twenty years later, it has only captured 20% of the business 

market. This is in part due to it being too expensive to be implemented by smaller companies. Thus, no 

single service model may be practical or even comprehensible at a single level of abstraction for all users, 

applications, infrastructures and in all deployments. The choices in selecting and configuring security, for 

example, can lead to a lack of interoperability and security management.  Management or middleware 

services are needed to enable specific service configurations for heterogeneous distributed services to be 

discovered, orchestrated and enforced. 

  An explicit model of external service configurations, preferably grounded in public service 

specifications and used by the various service participants such as end-users, mediators and service 

providers is a key element of a framework to support heterogeneous open distributed service interaction. 

The specified service actions, however, are invoked by a service actor within a process or work-flow and 

governed by, as well as constrained by, the application context of that process. For example, the wedding 

event has a work-flow starting at the hotel stay followed by breakfast that follows through to the evening 

entertainment. It triggers events within particular parts of a particular service workflow to initiate the use 

of other application services and the use of coordination and management services. For example, the end 

of breakfast may trigger the use of a taxi service and the end of the taxi ride may trigger a payment sub-

process for the taxi service for the case that is has not been pre-planned and paid in advance.  

  There are also application specific user preference constraints or policies such as venues that need to 

support access by disabled persons that may be pre-planned or need to be managed in-situ. Policies are 

defined as a security preference, requirement, or capability constraint related to the safeguards of 

application services. Constraints may also be defined in the service descriptions such as a maximum 

seating number in a room – this may in turn result from legal constraints such as fire safety regulations. 

Hence, calls to coordination and management services to support service interoperability must be 

interlinked to service processes work-flows and policies. This must also be supported in a framework that 

enables service interoperability. 

  Open service participants are inherently autonomous, heterogeneous, and distributed (decentralised). This leads to 

loosely coupled dependencies between the different autonomous participants involved in operating and 

utilising such services. It is not safe to assume that all participants knowingly or unknowingly act rationally 

and cooperatively to achieve their goals in using or providing services. Participants may unknowingly use a 

configuration or use software and systems that cause faults and these can in turn lead to a denial of 
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service. For example, service users may lack the domain knowledge to configure a complex system 

properly or they may use a service in an environment that exceeds its operational parameters.  For 

example, a particular encryption algorithm may be used but it is considered too weak to be used over a 

wireless link. Consequently, the problem of semi-openness in open environments is affected by Byzantine 

behaviours that are difficult to detect because of the blurring between friend vs. enemy, outside vs. inside 

enterprise, intended attacks vs. unintended failures and collusive Byzantine nodes. Semi-open refers to 

systems that implement security, such as access control and constraint policies. Semi-open systems restrict 

entities without authorisation from freely accessing information as well as advocate the interoperability 

amongst heterogeneous services. Therefore, semi-openness results in the inability to determine actual 

behaviours without having access to internal state processes. Participants may act through self-interest or 

act mischievously: to cause deliberate faults, to increase processing time which can cause services to fail or 

to allow others to observe confidential messages so that they or competitors may gain an advantage. In 

individual service interactions, it may seem easy to detect flawed service operation or malicious behaviour 

but this is complicated: when these occur intermittently, when events in one part of a service are masked 

or transformed when propagated to another part of the service infrastructure and when different 

participants seek to collude in instances when several service invocations occur in parallel.   

  The development and deployment of security and safety management of heterogeneous open services 

is driven by many challenges such as there are many security specifications and none of these are able to 

provide a total security solution – they need to be combined. Safety refers to the probability that a system 

does not fail in a manner that causes catastrophic damage [95]. There is no common method for 

configuring inter-related external security configurations. There is particular security specification of 

external security configuration of systems at the application level may be proprietary and may not be 

available in a form to support automatic and dynamic security reconfiguration. Security specifications may 

not be expressed in a form that allows them to be used as part of a security process that can be interlinked 

to service processes. Public security specifications do not always explicitly represent a rich enough set of 

metadata in order to define the semantics to correctly use a security mechanism. There are multiple 

settings for a specific specification.  As a result, settings between multiple parties may not match. There 

are many stakeholders – many of these do not understand the security operational requirements. There is 

no common terminology for security between stakeholders and across the different application domains. 

Consequently, stakeholders may mis-configure security where current offerings are incomplete. They are 

driven by a technology push such as the use of HTTPS and PKI. These architectures use hardwired 

mechanisms and are likely to be brittle. 
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1.2 Objectives 

Therefore, a framework to manage and support security and interoperability in a heterogeneous open service 

environment should support the following objectives: 

1. Access to an explicit model of heterogeneous service configurations and specifications. 

2. Process models and policies to allow service actions to be governed within an application context. 

3. Dynamic reconfiguration and reasoning about services to allow a system to deliberate and reconfigure 

security descriptions to meet changing requirements without affecting underlying 

implementations. 

4. Decentralised resource management to advocate autonomous management of system resources and 

have the capability that independently deliberates and accepts that participants can operate 

sometimes erroneously and maliciously.  

 

  This thesis seeks to develop and evaluate a framework to support the above properties. In order to 

ground this framework, it will be applied to two application scenarios: firstly, security management in a 

restaurant service application to illustrate the use of explicit service configurations, process activation and 

policies is examined. Secondly, in a more generic marketplace domain, the tendency of participants to 

operate maliciously and inadvertently operate unsafely will be studied.  

  In conclusion, there is a need for a semantic based holistic security model that promotes exchanging 

and reasoning about security configuration information. It also needs to support more expressive security 

descriptions that are useful for understanding security requirements and to interlink concepts to derive 

contextual uses related to security management. Semantics refers to an expressive and explicit 

computational representation of concepts such as DAML Ontologies where meaning is derived from the 

relationships between concepts. Holistic refers to the interdependence of different security specifications 

represented as a whole. 

  Firstly, current methods are considered to see whether they can support the above objectives. There 

are several promising candidate solutions: Semantic Web plus Web Services, Policy based Management 

and Autonomic Computing. The first solution supports objectives 1 and 2, where it defines explicit 

descriptions (service and process ontologies) for enabling service orchestration and sharing of information 

across heterogeneous services. The second solution supports objectives 2 and 3, where it defines explicit 

policies for representing security constraints and promotes system reconfiguration without affecting 

underlying implementations. The final solution supports objectives 3 and 4, where intelligent self-



 

15 

managing methods are capable of reasoning security requirements and deterring security threats based on 

evaluations and analysis.  

 

1.3 Background 

1.3.1 Semantic Web plus Web Services 

Service driven environments represent a challenging yet complex problem from the gamut of simple 

client-server models to advanced web service models that advocate processing by intelligent agents. 

Ubiquitous infrastructures increase in complexity when moving beyond traditional systems into highly 

automated ones, especially when considering that large-scale, distributed systems often need to cooperate 

or compete. Open environments feature many services that interoperate and communicate forming 

service coalitions such as Virtual Enterprises or Virtual Organisations. However, most services are 

constructed as closed and semi-automated systems that still require significant human intervention and 

suffer from a lack of machine computable interfaces. Consequently, this is recognised as one of the most 

challenging problems in the construction and management of secure open services. Such environments 

are heterogeneous and should support secure communication and coordination between diverse systems 

using varying security specifications belonging to different organisations. The publication and exchange of 

machine computable information represented as shared semantics (ontologies) enables autonomous 

distributed services to understand each other’s security configurations. 

  The rapid growth in e-business environments such as IBM’s on-demand paradigm is increasing the 

requirements of global commerce for open reliable solutions, for service interoperability and for 

automated services.  This has led to the adoption of semantic representation languages such as OWL and 

DAML+OIL, and specifications for open communication protocols from the W3C and FIPA to support 

service interoperability. In addition, the modelling of service workflows and operational policies using 

shareable common knowledge representations would also be beneficial. But the publication and exchange 

of semantic model of domain concepts to support service configuration, service process management and 

policy management is not enough – semantic processes that can reason about these are needed.  

 

1.3.2 Policy Based Management 

E-commerce services are becoming more heterogeneous and dynamic. In order to offer such services for 

use within e-business environments, security plays a mandatory part. The security issues arising from open 

service, multi-domain interaction are very complex to manage and support. Security policies are used and 
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analysed to provide security decision support and reconfiguration information to the applications. The 

upcoming of dynamic reconfigurable models that use policy-based management for making logical and 

knowledge-based decisions within open service environments is on the rise [119]. Reasoning is also useful 

in policy-based systems as it provides a dynamic model whereby rules and their execution can be related 

to changing assertions and it can be applied to heterogeneous services to support the resolution of policy 

conflicts. 

  The management of large, multi-domain distributed systems is often itself distributed to support 

scalability. Management domains provide the means for partitioning management responsibility by 

grouping objects in order to specify policies including access control policies. Access control policies specify the 

operations a group of subject objects is permitted to perform on a group of target objects. As the scope of 

these policies is specified in terms of management domains - access control decisions are mainly based on 

the authenticated domain membership of the subject and can be difficult to apply towards open service 

environments where membership is often more unpredictable. 

 

1.3.3 Autonomic Computing 

Conventional distributed environments are moving away from intra-organisational systems into truly 

distributed ones that exhibit heterogeneous processes and policies, and where virtual organisations can be 

formed on demand. Therefore, enterprises should focus on managing the intricacies of businesses rather 

than on managing the complexities of technology. Disruptions to services arising from Byzantine 

collusion and denial of service attacks should not consume valuable resources that could otherwise be 

used for achieving business goals. The term Byzantine is based on the Byzantine Generals problem [79], 

where non-faulty nodes try to achieve an agreement despite the existence of faulty nodes that are 

completely arbitrary and possibly malicious. To deal with this, autonomic computing capabilities are able 

to self-manage systems – creating technologies that can self-diagnose, self-configure and self-heal, much 

like the human autonomic nervous system [71]. These capabilities are a rich source of approaches that 

could be applied to open service environments because of the following:  

• Open services introduce new concerns regarding safety and security. There are specific concerns 

associated with the semantic metadata exchange to aid interoperability such as unintentional 

semantic leakage, the reflection by one party of the semantic capabilities of another in order to 

exploit semantic weaknesses, and the presence of semantic and syntactic errors that cause failures 

in the message handling.  
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• There are concerns regarding how safely and securely policy-based management approaches can 

dynamically protect open services. Malicious entities can seek to act individually or collaboratively 

to modify subjects, actions, targets and constraints in order to disrupt services.   

• There are problems with identity management and accountability within open systems. It may be 

difficult to assign an accountable identity or address to the perpetrator of a malicious action 

within an open service environment as the identity and address can be easily masked or spoofed.  

• Malicious intent can no longer be bound to an accountable identity or address, where varying 

contextual meanings can represent hidden malevolent agendas. 

• Lack of internal state analysis of systems causes faults to occur intermittently and conceals 

malevolent behaviours.  

 

  Autonomic computing is a logical evolution of past trends to address the increased complexity of 

system control, resource sharing, and operational management [57]. Therefore, autonomic computing 

techniques applied in security problems have tackled many challenges including self-managing methods 

and are able to detect, react and to mobilise resources for addressing threats [26], or to instigate intelligent 

policy based security management [19][75][33]. While this work provides a useful basis, very little research 

directly addresses the dynamics of Byzantine type problems using internal state process analysis, 

behavioural patterns evaluation, and security reconfiguration using policies in the Semantic Web. These 

methods are useful in security because a semantic model can assist in the reasoning of security concepts 

amongst heterogeneous systems. This facilitates the adaptive management of open systems that can share 

knowledge of various local faults and reason about it. Adaptive management refers to a type of resource 

management in which actions are taken as part of an ongoing process. It involves monitoring, evaluating 

and incorporating new knowledge into management approaches that are based on scientific findings from 

the environment. Findings are used to make intelligent actions to modify operational strategies and 

practices. 

 

1.4 Thesis Outline 

Following the introduction in Chapter 1, the remainder of this thesis is structured as follows.  

  In Chapter 2, a survey of related solutions is undertaken. This concentrates on describing the current 

limitations of syntactic and semantic driven approaches to open security. Policy driven solutions for 

dynamic security reconfiguration are analysed and compared amongst different technologies. Related 
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autonomic systems solutions such as Byzantine agreement protocols, fault tolerant systems and reputation 

based systems are reviewed. Consequently, a number of current state-of-the-art technologies are defined 

and a summary of the survey is drawn. Included in the survey are conclusive comparisons and discussions 

of current available solutions.  

  Chapter 3 presents the design and implementation of a profile driven security framework that 

supports a core conceptual semantic model to support the specification of security services in 

heterogeneous environments, policy management and service process models. 

  In Chapter 4, the first of two applications presents a dynamic security reconfiguration scenario using 

policies and a reasoning model to match differing user and provider security requirements to achieve 

security configurability, hence advocating interoperability.  

  In Chapter 5, the second application presents a dynamic scenario whereby Byzantine services are 

exposed in open service environments. This shows how agreements and behavioural pattern analysis can 

identify and revoke malicious nodes. Autonomic approaches that self-heal and self-protect to constantly 

changing security threats are presented.  

  Chapter 6 discusses the problems related to the framework presented in Chapter 3 and applications 

presented in Chapters 4 and 5. Finally, Chapter 7 concludes the thesis and suggests directions for future 

work. 

 

1.5 Ph.D. Research Contributions 

The contributions of this thesis concern open service environments in the Semantic Web and developing 

models for specifying, analysing and reasoning about heterogeneous services with particular emphasis on 

security interoperability and adaptive security management. Firstly, a holistic profile driven open services 

security framework that supports a policy model and that supports the interlinking of functional security 

requirements between services has been developed. For example, service A offers confidentiality that 

meets the goal of the interoperation but in a manner that does not meet service B’s specific functional 

requirements. Profile refers to sets of relationships such as how particular safeguards protect particular 

assets against particular threats. A profile expresses various policy rules, defining the security instantiations 

and pre-conditions supported. This represents a meta description of the services’ security workflow and 

service descriptions. Subsequently, a semantic based holistic model captures, automates and simplifies the 

sharing and representation of multiple security stakeholders’ security information using abstract and 

explicit formalisms based upon existing standards. The associated service model considers security as a 

process and not as a mechanism: it allows services to be dynamically orchestrated and to consider 
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preferences or request, which would otherwise fail. A security mechanism is a tool comprising different 

functions and features such as Kerberos for distributed authentication, and SSL for secure conversation. 

However, no single tool or security mechanism can secure a network without understanding the process 

logic and requirements of the system. Therefore security mechanisms need to be interleaved with service 

processes to form security process. A security process is defined as the interleaving of security mechanisms 

into a business process that offers security to the system. Additionally, a policy specification language for 

specifying the operational and preference rules that an agent is expected to use is specified and 

represented in a logic-based description language that can be easily assimilated into knowledge based 

representations. 

  Secondly, the contribution to policy management defines a meta-reasoning model where the domain 

knowledge (ontology) is separated from the control knowledge (profiles): systems can manage and 

reconfigure themselves without affecting their underlying implementation. By using such a separation, this 

enables reasoning to separate out concerns, e.g., to detect, analyse and resolve constraints, events as well 

as constraints in relation to policies, work-flow, and multiple policy conflicts; to decide if a change in the 

environment necessitates a security reconfiguration, and to decide if a suitable level of security 

interoperability between heterogeneous systems is achievable.  

  In addition, two components have been developed to manage the enforcement of policies: the 

business process logic (BPL) tool provides semantic verification of concepts necessary to the security 

process input and an API that provides the invocation of suitable security mechanisms such as 

authentication and confidentiality for the operational model. 

  Finally, contributions to security management include a self-healing mechanism for regulating and 

deliberating about the number of stakeholders acting maliciously, is described. This is addressed using 

semantic driven Byzantine agreements and internal state analysis to alleviate the detection and revocation 

of malicious nodes. Subsequently, a self-protecting mechanism for responding to anomaly detection, in 

which, security is selected based upon risk analysis of criticality and probability of threats. The model 

helps select and identify members of coalitions based upon service capability and recorded behavioural 

patterns to filter colluding Byzantine nodes. 
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C h a p t e r  2  

LITERATURE SURVEY 

2 Literature Survey 

2.1 Introduction 

In this chapter, open service security is surveyed. Most open service security solutions relate to syntactic 

specifications and policy based management. The main problem arising from open systems is the increase 

of heterogeneous services that adopt differing security specifications and that need to operate in the face 

of changing threats and security specification advancements. This can cause an interoperability problem 

amongst services that use different security specifications and that need to be maintained in the face of 

changing security requirements. Therefore, there is a need for harmonising different security standards. 

The use of a semantic based approach to model security requirements at an abstract level can provide 

richer descriptions for better flexibility and analysability rather than relying on specific security 

specifications.  Open distributed environments are expected: to be capable of supporting interoperating 

and composite services, to keep increasing technological complexities low and to support adaptive 

management. Different open security specifications are surveyed in Section 2.2. A comparison of different 

policy based solutions for managing security reconfiguration in open systems is discussed in Section 2.3. 

In Section 2.4, dependable computing and reputation solutions for fault tolerance are reviewed as means 

for providing adaptive security management in semantic driven Byzantine open environments. While in 

Section 2.5, some example projects in security are examined. Finally in Section 2.6, these approaches are 

compared in relation to their ability to support the objectives given in Section 1.2. There are 3 key factors 

driving the investigation of these 3 areas. Firstly, there is a need for explicit security specifications and 

knowledge representation languages (service and process ontologies) that are based on the Semantic Web and 

web services to support heterogeneity. Secondly, policy based management solutions to support dynamic 

reconfiguration where the security capabilities and requirements of services can be defined as policies. Lastly, 

managing distributed resources using autonomic computing methods that independently deliberate the 

behaviour of stakeholders that operate either benevolently, faulty benevolently or malevolently.  
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2.2 Web and Semantic Web Security  

2.2.1 Overview 

Security for open systems faces many new challenges when operating either in closed homogeneous 

domains or in heterogeneous domains. Whilst static security configurations can be specified and agreed in 

advance, for example Web-clients that utilise HTTPS to support confidential information exchange, this 

lacks flexibility in a dynamic heterogeneous domain that has multiple security requirements. The current 

plethora of different active security standards indicates that no single security framework is suitable to 

meet all the security requirements of heterogeneous distributed system applications. Security specifications 

vary in representation ranging from flat sequential syntactical models as advocated by the IETF and W3C 

byte stream protocols, hierarchical syntactical models (XML), dictionaries of security terms, to more 

expressive frameworks based on RDFS and DAML.  

  Firstly, Taxonomy Dictionaries (TD) describe security concepts as terms that can be analysed by a 

particular application. TDs are often used by Intrusion Detection and Trust based Systems. In the area of 

standardisation, trust first became a problem almost twenty years ago [39]. A few years later, formal 

methods for analysis of cryptographic protocols were developed. Trust played an important role, for 

example, a successful formalism in the field such as BAN logic [21] was developed. Other specialised trust 

management solutions appeared such as the W3C PICS [103] used to define formats and to distribute 

metadata labels for the description of Web documents. AT&T developed PolicyMaker [17], which binds 

access rights to the owner of a public key using certificate. IBM recognises that trust is at the centre of e-

business so it developed a Java based Trust Establishment Module and a complementing control language 

[66]. An extensive survey on trust has been published by Grandison and Sloman (2000) [63]. This survey 

defines trust informally. The main advantage of taxonomy dictionaries is that security concepts are 

explicitly defined. There exists a direct mapping between a particular action and an entry in a dictionary. 

Conversely, the major drawback of this approach is the difficulty of representing every single concept and 

action within the dictionary. 

  Secondly, in XML based approaches, the semantics of an XML document is explicitly encoded within 

the document using tags as identifiers and as such, it has the potential to support finely grained security 

architecture. Until recently, most of the security systems created around XML standards have focused on 

protecting the transmission of documents.  For example, SOAP (Simple Object Access Protocol) uses 

XML to encode messages to send across the network. As such, XML messages can be protected using 

HTTPS and SSL – these support confidentiality, integrity and authentication. Newer XML based security 
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standards include XML Signature [136], XML Encryption [135], XKMS [134], XACML [133], and SAML 

[109]: 

• XML Signature is a digital signing technology.  It provides authentication, data integrity (tamper-

proofing), and non-repudiation and is one of the few initiatives that is jointly coordinated by the 

W3C and the Internet Engineering Task Force (IETF). This specification aims to develop a 

XML syntax for representing digital signatures over any data type. The XML digital signature 

specification also defines procedures for computing and verifying such signatures.  

• XML Encryption: is developed for representing encrypted data and to establish procedures for 

message encryption and decryption. Unlike SSL, with XML Encryption users can select the type 

of data they like to encrypt, making it more widely applicable to different scenarios. 

• XKMS (XML Key Management Specification) consists of two parts: XKISS (XML Key 

Information Service Specification) and XKRSS (XML Key Registration Service Specification). 

XKISS defines a protocol for resolving or validating public keys contained in signed and 

encrypted XML documents, whereas XKRSS defines a protocol for public key registration, 

revocation, and recovery. The key aspect of XKMS is that it serves as a protocol specification 

between an XKMS client and an XKMS server in which the XKMS server provides trust services 

to its clients (in the form of Web services) by performing various PKI operations, such as public 

key validation, registration, recovery, and revocation on behalf of the clients.  

• XACML (Extensible Access Control Mark-up Language) has as its primary goal, the 

standardisation of an access control language using the XML syntax. A standard access control 

language results in lower costs because there is no need to develop an application-specific access 

control language or write the access control policy in multiple languages. In addition, system 

administrators only need to understand a single language. With XACML, it is also possible to 

compose a set of access control policies from the ones created by different parties.  

• SAML (Security Assertion Mark-up Language) is an XML-based framework for exchanging 

security information. As a framework, it defines three things: (1) syntax and semantics of XML-

encoded assertion messages. (2) Request and response protocols between requesting and 

asserting parties for exchanging security information. (3) Rules for using assertions with standard 

transport and message frameworks. For example, it defines how SAML assertion messages are 

transported using SOAP over HTTP.  
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  Table 1 contrasts selected security standards. Public Key Infrastructure or PKI is currently the most 

widely available authentication and certification framework used by the industry. However, numerous 

vendor specific PKIs exist, such as the SET protocol PKI, Verisign PKI, etc. They are not compatible 

with each other because they use different types of certificates, use signatures in different ways, and they 

manage keys differently. Users and suppliers may also need to hold multiple certificates because related 

certificates themselves vary by: certificate type, cipher type, version within a type and by the use of 

extension fields within a type. 

Table 1. Summary of existing solutions 

 
 

  In Table 1, “Semantic service adaptable” specifications refer to XML based representations that are 

easily convertible into richer semantic notations such as RDF/RDF-S (ontology). Security communication 

technologies such as S-HTTP (1999) [105], SSL/TLS (1999) [41], and IPSec (1998) [120] are standards 

that have limited expressivity for representing semantically rich information. Based on the analysis, this 

hampers the propagation of lower level security annotations and faults into higher level descriptions that 

support analysability. For example low level information can be captured, reasoned and shared amongst 

multiple systems in order to: discern new threat patterns, share security configurations to promote 

interoperability, integrate standards from different consortia, and to develop self-manageable and more 

adaptable autonomic systems.  

 

2.2.2 Web Services Security 

The Web Services Security (WS-Security) specification [129] defines a set of SOAP header extensions for 

end-to-end messaging security. Message integrity and confidentiality are supported by enabling different 
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systems to communicate secure messages in a web services environment. The specification is based on 

existing World Wide Web Consortium (W3C) security standards such as the XML digital signature and 

XML Encryption, where different combinations of messages can be digitally signed and encrypted. WS-

Security also supports multiple security models, such as password based and certificate based models. 

Some of the key security technologies supported include Kerberos, Public Key Infrastructure (PKI), and 

Security Assertion Mark-up Language (SAML) [109]. The representation of different security standards 

are defined using security tokens, for example tokens that contain Kerberos tickets, X.509 certificates, and 

SAML assertions.  

  The ebXML initiative [47] is a set of next-generation XML-based standards enabling electronic 

business transactions. One of the ebXML standards is Message Service, which defines methods to 

securely and reliably send and receive SOAP messages. This extension is based on XML-based security 

specifications where the utility of available standards from the community is promoted. Using ebXML, 

businesses have a standard method to exchange messages, conduct trading relationships, communicate 

data in common terms and define and register business processes. 

  Now that some basic description of web services protocol and specification have been specified, the 

following describes how these initiatives are interlinked to create the infrastructure for open systems. In 

the SAML specification, assertions can be digitally signed using XML digital signature. The same 

assertions can be encrypted using XML Encryption to ensure privacy. The public key used for digital 

signing and encryption can be validated and registered via XKMS. As for XACML, a SAML asserting 

party could use it to define an access control policy for handling SAML-based assertion requests. In 

Figure 1, an example of interlinking different specifications is illustrated: 

 
Figure 1. Web services and XML security standard working together 
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  Figure 1 illustrates the following: (1) XML signature and encryption is used to digitally sign and 

encrypt a purchase order expressed as a XML document. The document is sent to a supplier using SOAP 

with headers defined in either WS-Security or ebXML Message Service standards; (2) the supplier receives 

the document and uses XKMS to look up and validate the sender’s public key; (3) once the key is 

authenticated, the supplier can now validate and confidently decrypt the reliable information; and finally, 

(4) the supplier can also check with the policy server for authorisation by sending and receiving SAML 

requests and responses. The policy server maintains the access control policies in XACML and replies to 

the supplier.  

  The use of different security specifications (Section 2.2.1) can be interleaved with frameworks such as 

ebXML and WS-Security. These models can be further extended to support identity management in open 

environments, whereby identity can be defined as a set of attributes that describes a profile of an 

individual, business organisation, or software entity. The set of attributes for an individual, for example, 

could include driver's license, social security number, travel preferences, medical history, and financial 

data. Different sites often use different authentication methods as well as different ways of accessing and 

maintaining identity information and user profiles. Each site can also use implicit and differing policy and 

privacy statements. Few, if any, systems can truly interoperate. The Liberty Alliance [83] open federated 

identity management model is used to create an open standard for identity, authentication, and 

authorisation that will lower e-commerce costs and accelerate organisations' commercial opportunities. In 

the Liberty architecture, organisations can maintain their own user information while sharing identity data 

with partners based on their business objectives and customer preferences. Entities can have seamless 

cross network or cross domain access without having to re-enter login information. 

  Based on the analysis, the observations indicate that WS-Security is based on syntactic solutions. 

When compared to semantic solutions (see Section 2.2.4) it has a number of disadvantages. Semantic 

models such as ontologies can simplify the task of governing the behaviour of complex environments. 

The possibility of representing entities and behaviours at multiple levels of abstraction improves the 

expressivity and flexibility in dealing with several kinds of contexts at different levels of specifications. 

Ontologies permit easy extensibility by simply allowing new concepts to be added to the ontology. In 

addition, the modelling of security information at a higher level of abstraction allows users to focus on 

management requirements rather than on underlying implementations.  An ontology-based description 

enables a system to use concepts to describe the environment and its related entities, thus simplifying their 

description and improving analysability. Information can be accessed by querying the ontology, based on 

schemas in a similar manner to database access. Finally, ontologies can simplify the sharing of security 
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information amongst different systems and specifications, hence increasing the possibility for services to 

agree on a common set of security requirements.  

 

2.2.3 Grid Security 

The Globus project [51] provides software infrastructures that integrate and manage resources and 

services distributed across multiple control domains and enable systems to utilise distributed computing 

resources as a single virtual machine. Grid technologies also generate a significant interest in the industry, 

and as a result, have since delivered clear relevance to the deployment of commercially distributed-

computing applications [52].  The project also seeks to bring together research efforts to enable the 

development and deployment of computational Grids. A central element of the Globus system is the 

Globus Metacomputing Toolkit (GMT), which defines the basic services and capabilities required for 

constructing computational Grids. The toolkit consists of a set of components that implements basic 

services, such as security, resource location, resource management, data management, resource 

reservation, and communications. The GMT provides a set of services that system developers can utilise 

to implement applications that meet their requirements.  

  One of the e-business scenario within Grid computing involves the formation of dynamic “virtual 

organisations” (VOs) [54], comprising groups of associated resources and services composed to address 

or achieve a common goal, but individually may not be managed or located in the same domain. The 

coalition and management of resources would subsequently introduce challenging security problems [53]. 

Therefore, the Globus Grid project has produced security technologies based not on direct inter-

organisational trust relationships but on the use of the VOs as a bridge amongst the different entities 

within a particular domain. This is similar to establishing brokers or middle agents [36] as the means for 

integrating dispersed heterogeneous services. The results of this have created a widely used software 

system called the Globus Toolkit (GT) [22], which uses public key technologies to address problems of 

single sign-on, delegation [59], identity mapping, and supports the standardised GSS-API [84]. The recent 

specification of open services has driven the Grid community to form the definition of the Open Grid 

Services Infrastructure specification and other elements of the Open Grid Services Architecture (OGSA) 

[52]. This has spawned new challenges and opportunities within Grid security. In particular, integration 

with Web services technologies has leveraged emerging security standards and technologies such as 

SAML [109] and WS-Security [129]. The integration of open models into grid services enables the use of 

standardised Web services techniques to express and publish policies (WS-Policy) [127]. This allows 
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services or applications to explicitly specify conditions or capabilities of security mechanisms required to 

establish communication.  

  In terms of security, OGSA is largely based on WS-Security standards such as service interfaces and 

behaviours that advocate the concepts of services and secure invocation. These interfaces and behaviours 

form the core security services that allow developers to manage Grids using advanced security tools based 

on consensual standards. The emergence of WS-Security specifications addresses the expression of WS-

Policy [127], XACML [133], and SAML [109]. These expressions use standard message exchange formats 

defined as security tokens [129], and standard methods for authentication and establishment of security 

contexts (WS-SecureConversation) [128] and trust relationships (WS-Trust) [130]. These specifications 

may be exploited to create standard, interoperable methods for features developed in Grid security. 

However, Grid Security and WS-Security lack semantically rich metadata descriptions that can promote 

better interoperability and security management. Because Grid Security is largely based on WS-Security 

standards, they share the limitations of syntactic solutions given above. 

  In Table 2, some comparisons between WS-Security Specifications [129] and Grid Security [54] 

initiatives against semantic solutions are defined. 

Table 2. Comparison between Semantic Solutions, WS-Security, and GRID Security 

 WS-Security GRID Security Semantic Solutions 

Ontology based No – Syntactic No - Syntactic Yes – Semantic 

Policy Support Constraint-based Authorisations Constraint-based & Access Control 

Policy              
Representation  

XML Grid policy /        
WS-Security 

Knowledge Representation 
Languages: KIF, OWL, Prolog  

Interoperability 
Support 

Security Token  – 
Claims 

GRID environment / 
WS-Security Spec. 

Yes – Security Profiles, Descriptions, 
etc 

Reasoning Support Not defined Not defined Reasoning Engines (Prolog, JTP) 

Management Tools No No Yes (Policy, Security Management 
Models) 

Analysability Specific to a particular context / domain and 
lacking in inter-concept validation 

Ontology simplifies reasoning and 
dependency validation 

Expressivity 
Represent only specific behaviours and difficult 
to extend new concepts 

Represent behaviour of complex 
environment, multi level abstractions, 
and easy to extend new concepts 

 

  Based on the analysis, syntactical specifications such as WS-Security support the representation of 

security information using other XML initiatives such as OASIS and W3C. Grid security, on the other 

hand, is based on specific Grid based policy representations currently supporting the WS-Security 

specifications. Semantic based approaches to modelling security representations within open service 

environments add value to existing security models in two ways. In the first instance, it harmonises 



 

28 

technologies such as WS-Security, Grid, SAML, etc, hence advocating interoperability amongst disparate 

systems using a common ontology. In the second, it can support the adaptive management of open 

systems using risk and reasoning based models to detect Byzantine nodes and promote safer service 

environments. The use of semantics supports the expressivity and analysability of security information 

where an upper ontology can be shared and easily extended. The use of policies also supports dynamic 

security reconfiguration by managing systems at a management level without affecting the underlying 

implementations.  

 

2.2.4 Semantic Web 

Standardisation groups such as the Organisation for the Advancement of Structured Information 

Standards (OASIS), Globus Grid, and the W3C have focused on using syntactic solutions for Web 

Services’ interoperability and security. However, these organisations are just starting to explore how 

semantically rich annotations will facilitate the discovery, selection, composition, invocation, and runtime 

monitoring of Web Services. Relevant literature stems from the areas of security for Web Services, as well 

as trust and privacy policies for the Semantic Web. Lately, significant standardisation efforts have arisen 

for XML-based security, such as WS-Security, SAML, and the Liberty Alliance Project. In addition to the 

specification of security, efforts on Semantic Web trust and privacy policies include relevant technologies 

in [74] and [56]. As for security policies in distributed systems, there has been considerable research on 

policy representations such as KAoS [19], and Rei [74] based on semantic languages such Web Ontology 

Language (OWL) [99]. Although OWL and DAML+OIL [34] are descriptive approaches to semantic 

representation, they cannot fully support the representation of policy constraints. Logic based descriptions 

are required to add rules for OWL. Several efforts are available to do this, one of which is Ponder [33]. 

Ponder is mostly syntactic and does not adequately support Semantic Web Services. On the other hand, 

Rei policy specification language [74] draws on current distributed policy work and utilises RDF Schema 

representations and Prolog-like notations for expressing rules on policy objects that add value to existing 

knowledge representation languages such as DAML+OIL and OWL.  

  In Denker et al. (2003) [38], the problem of annotating service descriptions with information relating 

to their security requirements and capabilities is addressed. This has led to the use of mediating models 

that are able to bridge the mismatch between disparate security standards. The security mechanisms and 

objects are represented using DAML+OIL ontologies in order to allow agents to specify security 

requirements and capabilities. This information is then fed into a matchmaking process [100], to match 

service and security requirements between users and service providers. Matchmaking capabilities are a 
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useful means of introducing security considerations and the ability to reason about them at the semantic 

level. Service descriptions are published in DAML-S in [38], but this does not yet addresses other 

emerging service models such as “BPEL4WS+WSDL” [18] and “WSCI” [132]. User and service 

requirements are paired and can be negotiated where they do not match. A bridging method can be used 

to mediate between different security standards but there is no explicit conceptual model to support open 

heterogeneous security.  

  Other research on policies in the Semantic Web has defined expressive descriptions for specifying 

authorisation, obligation and delegation policies [125][117]. The work defined by Uszok et al. (2003) [125] 

also addresses problems related to conflicting policies between different domains and provides a means 

for resolving it. However, the conflict resolution mechanism is centrally managed, which causes a major 

impediment to open services when domain membership cannot always be captured. Also, in a centrally 

managed system, there is a limitation on resolving multiple policy conflicts using negotiation. Different 

stakeholders forming a new VO may need to re-agree to supersede previously negotiated agreements. 

This can exponentially increase into an intractable computational problem of complexity, especially when 

many services are composed to form multiple VOs. Furthermore, the deployment models suggested by 

Suri et al. (2003) [117] and Dulay et al. (2001) [45] may not be suitable for policy enforcement in open 

environments, in which different systems need to reason about to dynamically reconfigure policies.  

  In Kagal et al. (2003) [74], their model attempts to address some of the limitations identified. Their 

model advocates dynamic modification of policies and it is supported using speech acts which follow a 

more decentralised and adaptive model. The support of speech acts is governed by policies, and entities 

can only use certain speech acts if they have the rights to it [75]. The structure of speech acts allows 

natural nesting of speech acts with policies, hence allowing multiple executions of communicative acts. 

Additionally, the policy conflict resolution of speech acts is supported and the model has examined 

different scenarios, such as FIPA-compliant agent platforms, web pages and web services.  

 

2.3 Policy-based Management 

The management of large, multi-domain distributed systems is often itself distributed to support 

scalability and must reflect the distribution of the systems being managed. Management domains provide 

the means for partitioning management responsibility by grouping objects in order to specify policies. Access 

control policies specify the operations a group of subject objects is permitted to perform on a group of target 

objects. Most research has focused on policy specification languages such as Ponder [33], TPL (Herzberg 

et al., 2000) [66], and PDL (Lobo et al., 1999) [85] that define rules for policy management. Some of these 
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policy-based management technologies have developed algorithms to handle conflict and resolution, such 

as the KAoS service [19], and others such as Chomicki and Lobo (2001) [27] as well as Marshall and 

McKee (2001) [91]. As the scope of these policies is specified in terms of management domains, access 

control decisions are mainly based on the authenticated domain membership of the subject and can be 

difficult to apply to heterogeneous, dynamic, open service environments where membership is often more 

unpredictable. 

  Other applications of policy driven approaches such as Nomura et al. (1999) [96] are policy based 

management architectures that address a reduction in the total cost of ownership by providing automation 

to manage enterprise network device configurations. A framework where automated policy deployment 

and flexible event triggers permitting dynamic policy configuration is presented in Lymberopoulos et al. 

(2002) [86].   

  The Secure and Open Mobile Agent (SOMA) system describes the use of policy management using 

agent systems (Corradi et al., 2001) [30]. SOMA supports agent interoperability by means of the CORBA 

and MASIF standards and the application of Ponder [33], but it is applied only in homogeneous (SOMA) 

environments and does not focused on MAMD (Multi-Agent Multi-Domain) environments. In the 

SOMA architecture, users may specify policies that are stored in a policy repository such as LDAP. A 

coordinator can then periodically check the repository for policy changes and update the relevant target 

environments. Subsequently, authorisation and obligation enforcement services are used to establish the 

adherence of the system behaviour based upon the specified policies. The resources of the SOMA 

environment are encapsulated and static. This is in contrast to the way in which resources are often 

expressed in MAMD systems - here they are fundamentally represented as autonomous agents or at least 

agent wrappers that are openly accessible, interchangeable, interoperable and independent of lower-level 

services such as message transport services. 

  The Open Mobile Alliance (OMA) [97] is designed to be a centre for mobile service enabler 

specification work, stimulating and contributing to the creation of interoperable services. OMA’s aims at 

delivering quality, open technical specifications based upon market requirements that drive modularity, 

extensibility, and consistency. In addition, OMA service enabler specifications provide interoperability 

across different devices, geographies, service providers, operators, and networks, and facilitate 

interoperability of the resulting product implementations. Digital Rights Management (DRM) is part of 

the OMA initiative and has developed a Rights Expression Language (REL) for expressing the digital 

rights of content shared across the open network. The REL is used to enable interoperability and sharing 

of commercial content across different service providers, using key security mechanism to enable the 
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encryption of content and the provision of secure content services. The DRM architecture is based on 

access control methods where rights are issued to govern user accessibility of a given content. 

  Policy based and Access Control Solutions support the management of large multi-domain distributed 

systems. Management of domains and entities are partitioned into groups based on membership details. 

In distributed security, trust must be decentralised to support verification from multiple domain servers 

such as the Privilege Attribute Service-PAS in the SESAME architecture [76]. Access control policies are 

specified in terms of domain membership rather than individual identities. Hence, the performance of the 

verification of domain membership can be critical for open systems. Similarly in Yialelis and Sloman 

(1996) [137], other related work employing security agents on a per-node basis has been used to support 

secure communication, rights delegation and authentication. 

Table 3. Comparison between KAoS, Rei and Ponder 

  KAoS Rei Ponder 

Ontology based Yes Yes No 

Policy Type Access Control 
based 

Access Control 
based 

Access Control 
based 

Policy 
Representation  

OWL  Rei: (Prolog-like 
syntax + RDF-S) 

Ponder language 
specification 

Open Security 
Interoperability 
Support 

Applying 
mediating and 
proxy agents onto 
specific domains 

Applicable in 
specific domains 

Applicable in 
specific  domains 

Reasoning Support Java Theorem 
Prover 

Prolog engine Event calculus 
representation 

  In Table 3, some comparisons between three leading policy based distributed systems such as KAoS 

[19], Rei [74], and Ponder [33] are defined. These technologies are based on access control policies and 

differ from the pre-condition policies defined in WS-Security [129]. Specific models are used to support 

security interoperability amongst these three technologies, making it less desirable. This also differs from 

WS-Security where security information is published as a computable profile or description.  

 

2.3.1 Security Policies  

According to Damianou (2002) [32] the definitions most frequently proposed for computer security 

identify three primary objectives for security: confidentiality (sometimes called secrecy or privacy) related to 

the disclosure of information, integrity related to the modification of information, and availability related to 

the denial of access to information. To achieve these objectives, three mutually supportive technologies 
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are used: Authentication, Access Control and Audit. Access control is concerned with limiting the activity of 

legitimate users that have been successfully authenticated and is the process of ensuring that every access 

to a system and its resources is controlled so that only authorised access can take place. There are three 

basic components to an access control system: the subjects, the targets and the rules which specify the ways in 

which the subjects can access the targets. The set of high-level rules according to which access control 

must be regulated are traditionally called access control policy by Samarati et al. (2000) [108]. The study of 

access control has identified a number of useful access control models, which provide a formal representation 

of security policies and allow the proof of properties about an access control system.  

  Access control can be separated into two types of policies known as discretionary and mandatory policies. 

Discretionary policies concern themselves with the specification of authorisation rules to govern the 

access of users to the information while mandatory policies are mostly concerned with controlling the 

flow of information between the objects of a system. Information flow policies are often described as a 

separate type of policy, and are directly related to the problem of data confidentiality but could be closely 

related to mandatory policies. Recently role-based access control has been researched and applied in various 

specifications and approaches by Hitchens et al, (2001) [67], and Bacon et al. (2001) [11], particularly in 

commercial applications, and are often seen as an alternative to discretionary and mandatory access 

control.  

  Other security policy models include the specification of clear and concise access rules for clinical 

information systems (Anderson et al., 2001) [2]. This model is based on access control lists and claimed to 

be expressed in Bell-LaPadula [13] and other lattice-based models. In addition, the Chinese-wall policy 

(Anderson et al. 2001) [2] was developed as a formal model of a security policy applicable to financial 

information systems, to prevent information flows which cause conflict of interest for individual 

consultants. The basis of the model is that people are only allowed to access information which is not 

held to conflict with any other information that they already possess. The model attempts to balance 

commercial discretion with mandatory controls, and is based on a hierarchical organisation of data. It thus 

falls in the category of lattice-based access control models. Some of the other work done in RBAC is also 

applied in examples of the Chinese-wall policy [67] where it can be viewed as a special form of dynamic 

separation of duty (Brewer, 1989) [20]. In this policy, objects are grouped together into different sets that 

reflect a conflict of interests. If a user has accessed an object in a set, then the user is not allowed to access 

any other object within that conflict of interest set. For example, if company A and company B are in the 

same conflict of interest set and if a user is acting as a consultant to company A, then the user is not 

allowed to act as a consultant to company B. The operations for each company are placed as separate 

roles.  A conflict of interest set is represented by the set of each of these roles.  The constraint expression 
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for each role must reflect, on a per user basis, the actual role which has been accessed. Objects may affect 

more than one conflict of interest set.  

  Over the years other, often more sophisticated security models have been proposed to formalise 

security policies required for commercial applications. The most well known is the Clark-Wilson model 

(Clark et al. 1987) [28] that attempts to present in a formal and abstract way of commercial data 

processing practices. Its main goal is to ensure the integrity of an organisation’s accounting system and to 

improve its robustness against insider fraud. The Clark-Wilson model recommends the enforcement of 

two main principles, namely the principle of well-formed transactions where data manipulation can occur 

only in constrained ways that preserve and ensure the integrity of data, and the principle of separation of 

duty. The latter reduces the possibility of fraud or damaging errors by partitioning the tasks and associated 

privileges so that cooperation of multiple users is required to complete sensitive tasks. Authorised users 

are assigned privileges which do not lead to execution of conflicting tasks. This principle has since been 

adopted as an important constraint in security systems.  

  Moving away from access control type policies are constraint or pre-condition based policies. This 

type of policies is suggested and defined in workflow related description languages such as WS-Security 

and OWL-S. Pre-conditions need to be satisfied when invocating processes in open service environments. 

Therefore, it can be defined and represented as an individual preference, requirement, capability or other 

property of process inputs [127][38][54]. The use of pre-condition based policies ensures that state 

transition within a workflow process is satisfied at different interconnected stages. Although such policy 

representations are important to form secure services, there is a lack of policy enforcement mechanisms in 

the literature of pre-condition based policies. In Goh (1997) [61], two different ways of enforcing a policy 

are presented: passive and active. Passive policy enforcement is maintained in an acceptable space where 

continuous routines are carried out; in which checks are made against the constraints during which state 

transitions may occur. As a result, this enforces a set of constraints upon a system that must maintain the 

consistency during state transitions. On the other hand, active policy enforcement suggests that when a 

system arrives at a state which infringes the constraint requirements, a recovery mechanism will attempt to 

bring the system to a state that is satisfactory to the policy. In Bhargavan et al. (2003), a security tool called 

TulaFale [14] has been developed for enforcing policies in WS-Security. Based on the analysis, the 

observations indicate that TulaFale uses a passive enforcement policy method, in which scripts and 

assertions are defined from web service descriptions and formulated into a mathematical representation 

known as pi-calculus. An analyser is executed using specified rules to determine if policy assertions can be 

satisfied. Such tools are useful for determining permissibility of policies, but do not provide adaptive 
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mechanisms that support security interoperability and semantic reasoning of fault that improve safety 

amongst heterogeneous services.  

 

2.3.2 Security Management using Policies 

Security models and access control specification have been major research topics for a long time, but 

relatively little work exists to support the specification for operational network security management. 

Traditionally, security management has been considered a sub-function of network management, and has 

been identified as one of the five functional areas of the OSI management framework. As defined in the 

OSI management framework, security management is concerned not with the actual provision and use of 

encryption or authentication techniques, but rather with their management, including reports concerning 

attempts to breach system security. Two important aspects are identified: (i) managing the security 

environment of a network including detection of security violations and maintaining security audits, and 

(ii) performing the network management task in a secure way (Langsford, 1994) [80].    

  Sloman (1994) [112] defines security management as the support for specification of authorisation 

policy, translation of this policy into information which can be used by security mechanisms to control 

access, management of key distribution, monitoring and logging of security activities. In Hyland et al. 

(1998) [70], they define security management as the real-time monitoring and control of active security 

applications that implement one or more security services. This manages risk by ensuring that the security 

measures are operational, in balance with current conditions, and compliant with the security policy. 

Janson (1994) [72] notes that the main objective of security management is to create, delete, activate, 

suspend, query, update or otherwise maintain the status of managed security objects through continuous 

gathering or distribution of information about ongoing security-relevant activities. These define access-

control management as a sub-area of security management, which is concerned with the maintenance of 

privilege and control attribute lists, as well as their distribution or centralisation across the network. 

Finally, the IETF defines security policies as those policies dealing with the verification of client identities, 

permitting or denying access to resources, selecting and applying appropriate authentication mechanisms, 

and performing accounting and auditing of resources (Moore et al. 2001) [94].  

  The active aspects of security policy specification, identified by all of the definitions of security 

management reported above, include the stipulation of actions to be performed when events such as 

security violations are detected. These aspects can be specified using the notion of event-condition-action rules 

proposed by some of the approaches in management policy specification [112]. Such rules are often called 

obligations and are sometimes bound to authorisation policies. Minsky et al. (1985) [92] identify the use of 
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obligation in conjunction with authorisation policies, where the execution of actions permitted by 

authorisations requires (i.e. triggers) the execution of an obligation to perform certain actions.  

  Based on the previous specification and definition of policies, there may exist a variety of policy 

hierarchies, thus system goals from which policies are derived are termed as high-level policies. There are 

different opinions as to the number of levels in policy specification. Hence this leads to what is commonly 

termed as a policy hierarchy [93][131] that represents different views on policies, relationships between 

policies at different levels of this hierarchy, and the types of abstractions of policies for the purpose of 

refining high-level management goals into low-level policy rules whose enforcement can be fully 

automated. The number of levels can be arbitrary but three levels of policy specification are as follows 

(Damianou, 2002) [32]:   

• High-level abstract policies: Categorised as business goals, service level agreements, trust relationships 

or even natural language statements. High-level abstract policies are not enforceable and their 

realisation involves refining them into one of the other two policy levels.  

• Specification-level policies: Sometimes referred to as network-level or business-level policies (or even 

high-level policies by some researchers). These are the policies specified by a human 

administrator to provide abstractions for low-level policies but in a precise format. These policies 

relate to specific services or objects and their interpretation can be automated.  

• Low-level policies or configurations such as device configurations, security mechanism 

configurations (e.g. access control entries, firewall rules), directory schema entries and so on. The 

line separating low-level policies and device configuration is sometimes not clear, and directly 

specifying policies at this level is often a bottleneck to both scalability and interoperability.   

 

2.4 Autonomic Computing 

Autonomic computing has interestingly incited many challenges in the development of self-managing 

systems that can be dynamically reconfigured to meet demanding needs. Within the realm of security and 

open environments, systems that need to interoperate securely can benefit from autonomic computing. 

Horn (2001) [68] of IBM has presented the theme and importance of autonomic computing and its 

impact in the next era of computing such as the Semantic Web; pervasive computing and ubiquitous 

systems. Systems are capable of reconfiguring operational functions without affecting their underlying 

implementations. A system does not need to be pulled offline to be changed, but can be assimilated with 

new goals through policy alteration. Along with ontologies, semantics are able to provide what syntactic 

based systems cannot deliver; extensibility and analysability, such as modelling functions at different levels 
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of abstraction, easing the addition of new concepts and cross-referencing of conceptual terms (Tonti et 

al., 2003) [123]. Autonomic computing or self-managing systems have four features: self-configuring, self-

healing, self-protecting, and self-optimising. It is not widely known as a technology, but rather as 

characteristics, whereby diverse technologies can benefit from its merits. Steps in achieving autonomic 

systems have been outlined in Ganek and Corbi (2003) [57]. Here, five levels from manual to autonomic 

have been proposed for evolving a non-autonomic infrastructure towards an autonomic one. In Bantz et 

al. (2003) [12] and Haas et al. (2003) [64], personal computing and service deployment are set in the 

context of autonomic computing, in which end users and e-businesses can gain from leveraging self-

managing methods. Autonomic computing is complementarily related to technologies in the field of 

Semantic Web such as Agentcities (Global Agent Testbed) [5] and Globus Grid (Foster et al., 2001) [53] 

in which heterogeneous systems are able to interoperate, mediate and self-manage from the level of 

consumers to businesses. Autonomous agents provide the functionality to independently interact other 

agents to manage resources based on user requirements and for mediating atomic services to form virtual 

enterprises. Security and autonomic computing are important features to realise many real-time e-business 

implementations, in which self-managing methods are able to detect, react and mobilise resources for 

addressing threats (Chess at al., 2003) [26]. 

 

2.4.1 Meta Reasoning Models  

There are a number of trade-offs using conventional reasoning mechanisms. Tools based on Expert 

Systems usually focus on a particular type of application and do not provide suitable knowledge 

representations for use across different domains. High level programming languages provide decision 

making through runtime execution but this is static and can be difficult to manage. 

  The use of expressive formalisms may provide the necessary aspects for logical deductions to be 

made. Logic based approaches have many advantages: they can provide representation formalisms and 

semantics drawn from a knowledgebase. Furthermore, logics can provide the soundness, completeness 

and provability of properties to support automated concrete decision making. However, in practice much 

logic based reasoning relies on truth values and does not support semi-decidability (Harmelen, 1989) [65]. 

Nevertheless, other logics have been developed offering more expressivity and inferential strength such as 

modal and epistemic logics.  

  Meta-level architectures for managing and discerning policy based service security are examined. As 

the name suggest, meta-level systems can be viewed as an architecture that separates domain knowledge 

(what the system knows) and control knowledge (how the system uses this knowledge) [65]. There are a 
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number of advantages with this type of architecture: it promotes a loosely coupled approach to designing 

and managing knowledge outside the implementation system, and permits the sharing of knowledge such 

as ontologies with different systems. Meta-level architectures are classified into object, mixed and meta-

levels. The intrinsic characteristic of this sort of system allows reasoning to take place at the application 

(object) level, at an abstract (meta) level where it controls the behaviour of the application, or mixed levels 

where it performs computation at both the object and meta levels.  

  At an object level, the reasoning system refers to an application with a fixed computational cycle, and 

a reasoner that generates the decisions to be carried out at various fixed points within this cycle. The 

operational aspect of these systems is static and is only capable of reacting or interacting within its local 

domain, such as a dedicated point of sale or non-autonomic based systems. On the contrary, a meta-level 

reasoning system decides the behavioural aspect of the system dynamically, where it is able to learn and 

react to new actions and goals. Meta-level reasoning features extensible domain knowledge (ontology) and 

control knowledge such as profiles (processes and policies) which are distinctively separated. Some 

examples include agent-based systems for service composition or supply chain management in which 

agents interact with diverse services and can dynamically adapt to changing requirements. Without 

recourse to meta-level or mixed level reasoning architectures, the agent may be incapable of 

accomplishing its goal if a pure object level reasoning system is adopted. 

  In a mixed level mechanism, the domain knowledge such as a security upper ontology can be shared 

amongst a multitude of services and users. The control knowledge represents the security profiles. The 

model is categorised at a mixed level because all interpretation does not purely operate at the meta-level. 

The environment, preferences and operational permissions as well as requests still rely on the object level. 

As a result, service based reasoning models can be generally viewed to be part of a mixed level 

architecture, in which certain problems are still solved at the application level. 

  The area of meta-level architectures is also related to reflective systems. The basic design behind a 

reflective architecture is to expose instead of hide the elements that make up the structure of the system. 

A reflective system is introspective; it creates a representation of itself that can be observed and managed. 

The representation is expressed in terms of abstract entities that can be manipulated to modify the 

behaviour of the system. A reflective system promotes loosely coupled development of reusable 

components that can be transparently incorporated into applications without affecting its underlying 

implementations. In Fabre et al. (1995) [49], a reflective architecture was used to incorporate fault-

tolerance techniques into non-fault-tolerant applications, thereby freeing application programmers from 

the complex and error-prone task of implementing fault-tolerance algorithms. The versatility of reflective 
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architectures has been demonstrated in several contexts, such as operating systems [138], programming 

languages [81][87], agent-based systems [24], and dependable systems [7]. 

 

2.4.2 Byzantine Agreement Models 

The Byzantine Agreement Protocol (BAP) [79], which uses a majority based rating mechanism for 

identifying and pruning Byzantine entities in a domain has received considerable attention in its primary 

application - the design of fault tolerant systems. It seeks to establish a fault-tolerant agreement when one 

or more of the nodes in a system have failed or been compromised. The Byzantine Generals Problem 

describes a military setting where participants are generals of the Byzantine army which agrees on 

strategies for attacking an enemy post. The generals presented herein are either loyal or traitors that can 

behave in an arbitrary manner. Traitors can send conflicting orders to other generals and cause disruption 

amongst generals.  

  Recently, Byzantine based models have been used in the area of security [101][8]. The application of 

Byzantine models is driven by worst case assumptions about malicious behaviour in systems. As a result, 

Byzantine fault tolerant systems are commonly regarded as a useful security measure against arbitrary 

malicious attackers. An important metric in these systems is the reliability of a component which is 

defined as the probability that a component is not faulty until a certain time. Experience from large data 

collections of component failures shows that the reliability of components can be modelled as a random 

variable satisfying a certain distribution [16].  

  Traditional BAP quorum systems focus on improving availability and integrity but lack support for 

confidentiality, for example, confidential data shared between trusted parties are prone to theft when an 

honest node is compromised by a Byzantine system [90]. On the other hand, another type of Byzantine 

fault tolerant system was developed to support confidentiality along with integrity and availability. The use 

of firewall as Byzantine Fault Tolerant quorum systems ensures that confidential information are not 

released to the external environment without achieving an agreement between multiple firewall nodes. 

Alternative approaches providing fault tolerance in distributed environments using authentication are also 

known. This type of approaches relies on a cryptographic threshold by maintaining a quorum of 

participants, without which it is impossible to create a valid certificate [62]. For this reason, an 

unsuccessful authentication could happen if the number of malicious parties is as large as the quorum. 

Fault tolerant cryptographic threshold requires the environment to have an initial bootstrap mechanism 

that depends on out of bounds assumptions and instantiations and is not normally covered in the 

literature.  Threshold cryptography has been used in COCA, a fault tolerant public key authentication 
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service [140] and as the basis of a number of other secure services. Autonomic recovery is possible 

through Byzantine detection and agreement based on a threshold. To seize such a system, adversaries are 

required to compromise the quorum before the system is able to detect these faults.  

  There are different perspectives of Byzantine agreement problems, from conventional redundancy 

techniques for identifying availability and integrity to cooperating firewalls for determining confidentiality 

faults. Voting based mechanisms in systems such as SITAR [126] are designed to perform a majority 

voting between several nodes in order to identify faulty servers and return a correct reply. These examples 

are largely motivated by the ‘Byzantine Generals Problem’ [79] and have been expanded into various fault 

identification and tolerant systems in the open environment. In essence, the problems and solutions 

explained in this section are fundamentally based on traditional cryptographic methods for identifying 

faults based on credentials such as faulty message signing, unsuccessful identity authentication, and 

unaccountable message confidentiality. Therefore, this uncovers the detection of faults not originating 

from traditional methods. Instead it investigates faults in security policies and instances that can be 

represented in different semantic meanings. Based on the analysis, it is argued that this problem and 

approach, focus on a new type of Byzantine problem, and can benefit from a profile based approach 

consisting of security policies and instances to detect and self-heal against malicious nodes in the context 

of autonomic computing. 

 

2.4.3 Fault Tolerant Solutions 

In this section, a number of dependable computing solutions related to security are surveyed, primarily in 

fault tolerant systems. Fault tolerance is the system’s ability to supply regular service operations in the 

presence of hardware or software faults. In principle, the absence of centralised control and coordination 

makes fault tolerant systems particularly robust with respect to failures that might occur. In multi agent 

systems, a fault detection system based on the metaphor of ants has been developed in [44]. This model is 

fulfilled by a multitude of very basic agents which present exactly the same behaviour and the same 

characteristics at the beginning and offers no differentiation of faults that mimic realistic situations where 

faults can occur intelligently. Regrettably, it is difficult to design asynchronous application models of such 

reactive multi agent systems to evaluate the practicality of these models. Furthermore, varying 

assumptions of different applications cannot be easily applied onto deliberative multi agent systems as this 

would result in inconsistencies amongst different similar agents. The problem is mainly related to complex 

scenarios where differing agents can exhibit behaviours that are intrinsic and non-deterministic.  
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  Therefore, it becomes necessary to explicitly define the different faults and behaviours in distributed 

systems. The MAFTIA project [88] and Avizienis et al. (2004) [9] provide a basic taxonomy and concepts 

of dependable and secure computing elements. In the case of fault tolerance, it is classified under 

dependability and security where the system must include the requirements for the attributes in terms of 

an acceptable frequency and severity of service failures (malicious activity) for specified classes of faults in 

a given environment. The literature also provides a comprehensive description of faults that may lead to 

failures and methods of prevention, detection, and recovery. In MAFTIA [88], an architecture for 

distributing trusted services among a set of servers that guarantees availability and integrity of the services 

despite some servers being under control of an attacker or failing in arbitrary malicious ways, is developed. 

The model is characterised by a static set of servers, asynchronous point-to-point communication and by 

the use of modern cryptographic techniques. Trusted applications are implemented by deterministic state 

machines replicated on all servers and initialised to the same state. Client requests are delivered by an 

atomic broadcast protocol that imposes a total order on all requests and guarantees that the servers 

perform the same sequence of operations; such atomic broadcast of information to other services can be 

built from a randomised protocol to solve Byzantine agreements.  

  In the following section, other related work is discussed in the area of Trusted Services for fault 

tolerant dependable systems, but not necessarily in the context of the Semantic Web. It is particularly 

relevant because it exhibits features of fault detection and recovery in distributed systems, in which its 

methods are similar to the Byzantine agreements defined in Section 2.4.2.  For example, in Lamport et al. 

[79], cryptographic methods are used for maintaining a consistent state in distributed systems and has 

given a seminal impact in using agreements to achieve safer systems. One of the first attempts to build 

secure and robust replicated services is DELTA-4 [40], in which a general architecture was developed to 

provide distributed, intrusion-tolerant services for data storage, authentication and authorisation.  

  The e-Vault prototype for secure distributed storage [58] addresses a subset of the applications, 

namely storing and retrieving immutable data. It works in a synchronous environment and therefore does 

not truly represent systems in open environments. In Castro and Liskov (1999) [23], an interesting 

practical algorithm for distributed service replication that is very fast if no failures occur, is presented. 

Unfortunately, the protocol is deterministic and can be blocked by a Byzantine adversary, but it will 

maintain safety under all circumstances. The Fleet architecture of Malkhi and Reiter [89] supports a 

different coordination in large-scale distributed systems in which the domain does not attempt to remove 

malicious services. Instead it helps users to utilise Byzantine agreements to maintain security in distributed 

environments. 
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  Based on the analysis, the above solutions are limited to cryptographic techniques for assessing the 

reliability of trust services within a distributed environment. Some major limitations of these methods 

include the inability to detect faulty benevolent services that can occasionally develop unintended faults. It 

is not clear how faulty systems can be reintegrated into the domain and are unable to deliberate about 

internal states (behaviours) to better assess the credibility of services. The combination of reputation 

systems can also help promote better detection of faults in which past behaviours can be analysed. In 

addition, certain models that do not address a dynamic set of services within a domain are a disadvantage 

in representing the state of dynamic open systems.  

 

2.4.4 Reputation Solutions 

Reputation based approaches for selecting reliable resources in peer-to-peer (P2P) networks and the use 

of distributed trust have been investigated in a number of related works. An approach by Damiani et al. 

(2002) [31] gives a reputation mechanism using polling methods for determining if resources within the 

P2P environment are reliable for downloading. NICE allows the creation of trustworthy peer groups 

through a trust evaluation mechanism that supports reputations [82]. Both these systems are considered 

similar to Byzantine agreements where it attempts to eliminate malicious activities to preserve the 

correctness of information and the reliability of trusted parties. The application of distributed trust to 

authentication in distributed systems is done using web of trust models and identities that can also be kept 

anonymous. The NICE architecture evaluates reputation based on the reliability of entities, whereby 

Damiani et al. (2002) [31] supports both resource and identity based reputations. Combining both 

schemes advocates more expressive trust information and can be seen to be richer in semantics and to be 

more reliable.  

  Reputation models allow the specifying and reasoning of trust based on a peer’s past behaviour [106] 

and its interactions with other peers. Approaches in [69] propose to advocate trust amongst unknown 

parties by delegating risk or accountability to a trusted third party. This of course, becomes contradictory 

to the principle paradigm of peer-to-peer networks. Other related approaches adopting a reputation 

authority are seen in a project called Open-Privacy [98] which introduces a set of reputation services that 

can be used to create, use, and calculate results from accumulated opinions and reputations of distributed 

peers.  

  Open-Privacy includes some of the following projects such as Sierra, Talon, and Reptile that 

incorporate reputations to enhance searching by discarding redundant information. In electronic 

marketplaces, reputations are effectively used to measure the reliability of participants [139]. For example, 
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in eBay [46], each participant in a transaction can express a vote (negative, neutral, or positive), and 

positive votes of the same participants but in different transactions would not increase either party’s 

reputation counter.  Votes collected are used by eBay to provide cumulative ratings of users, and are 

known and accessible to all participants. In systems like eBay, reputations are associated with physical 

identities and are centrally managed at the eBay server. However, it has certain limitations in that it does 

not monitor the behaviour of users to better prevent faults in case of an intermittent malicious adversary, 

and the auction from unreliable users. In Poblano [25], the model is based on the widely known 

approaches of PGP [102], which is based on the notion of ‘web of trust’ where trust relationships and 

reputations are distributed and locally managed by each participant. Some systems such as GNUnet [60] 

do not define global reputations, rather they rely on local opinions held by each node on its peers. The 

opinions are based on past history and are neither shared nor cooperatively updated. Thus it becomes 

difficult to detect malicious behaviour when Byzantine nodes collude to attack a particular node. Similarly, 

systems such as Advogato [3] assume a full knowledge of trust that each peer has of others, and 

computationally derives transitive trust relationships based on a labelled graph. Unfortunately trust is not 

always transitive, for example, if A invokes and relies on B and B on C. There are situations where A 

knows that particular invocations of B will not depend on the correctness of C and thus A need not rely 

on C in order to rely on B. Therefore, it would be a more realistic approach if: each peer can have a full 

knowledge of other peers; that each of them can record its personal trust or viewpoints it has of others on 

the basis of its own experience and communicate this information to others or through a domain 

controller that can collectively evaluate an approximate agreement.  

  Such a system is the Free Haven Project [43] and the P2PRep proposal [29], in which each peer keeps 

track of other peers it has interacted with in terms of good and bad experiences. Besides personally 

recording peer behaviour in direct interactions, the reliability of resources can also be determined by 

requesting viewpoints from other peers to properly draw on a conclusion [29][37]. The credibility of 

voters is determined by enforcing voters to explicitly declare their identity and sign their votes [29][31]. 

While Free Haven and P2PRep are more centric to the derivation of positive reputations, other proposals 

rely more on the explicit use of negative reputations. This is shown in a model by Aberer et al. (2001) [1], 

where peers are usually assumed to be honest and would only discredit nodes that exhibit dishonest 

interactions. Unlike other models, peers can report to the domain after each transaction but only in the 

case of malicious behaviours. Before engaging in interactions with others, peers can inquire from the 

domain about the reputation of other peers. Unfortunately, full support of negative and positive 

reputations is only achievable by sacrificing anonymity [55]. Consequently, the trusting of nodes without 

successfully retrieving negative reputations could be risky.  
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  Although reputations are derived from either resource or reputation schemes, or both, they are 

inherently based on tokens or experience based representations. The analysis indicates that these types of 

reputations have certain shortcomings in relation to dormant or intermittent Byzantine nodes, where 

these adversaries can patiently develop considerable trust before attacking the system irregularly. 

Furthermore, the declaration of explicit identity is not adequate to fully separate and detect faulty 

benevolent and intermittent Byzantine nodes. This can benefit from analysing behavioural states of 

services’ interactions.  

 

2.5 Example Projects  

2.5.1 SWAD-Europe 

SWAD-Europe [116] was designed to support W3C's Semantic Web initiative in Europe, providing 

targeted research, demonstrations and outreach. The aim is to support the development and deployment 

of W3C Semantic Web specifications through implementation, research and testing activities. This 

involved finding and maintaining a balance between “in-house” Open Source tool development, 

community building, outreach and dissemination, combined with research and analysis to support field-

test of Semantic Web standards. Special Interest Groups now provide a forum that connects SWAD-

Europe to the more formal standardisation activities of the W3C. 

  Several deliverables explore the interaction between various security and trust related mechanisms, 

and seek to identify enough of the purpose and content of these existing standards to indicate how they 

might be integrated in a Semantic Web trust and policy management framework.  

 

2.5.2 TrustCom Project 

TrustCom [124] aims at developing a framework for trust, security and contract management in 

dynamically-evolving virtual organisations. The framework will enable secure collaborative business 

process management and sharing in on-demand, self-managed, dynamic value-chains of businesses and 

governments. It will also leverage and extend the emerging convergence of open-standards such as Web 

Services, Grid technologies and protocols for inter-enterprise interactions based on open agent protocols. 

  The final delivery of the TrustCoM framework will be based on web services specifications and open 

standards, and a reference implementation. Validation will take place within industrial strength test-beds in 

the areas of collaborative design engineering and on-demand provision of aggregated electronic services.  

 



 

44 

2.5.3 SECURE Project 

The SECURE project [110] is the development of a computational model of trust that will provide the 

formal basis for reasoning about trust and for the deployment of verifiable security policies. While the 

development of the computational trust model is central to SECURE, it is still insufficient to deliver a 

feasible security mechanism for the global computing infrastructure. In this context, SECURE aims at 

understanding how trust is formed; it evolves and becomes exploited in a system, for example: the trust 

lifecycle; how security policy can be expressed in terms of trust and access control implemented to reflect 

policy and how algorithms for trust management can be implemented feasibly for a range of different 

applications. Further activities will address these problems based on an understanding of trust derived 

from the formal model but also contributing to the understanding of trust as a feasible basis for making 

security decisions to be embodied in the model. The result will be the development of a software 

framework encompassing algorithms for trust management including algorithms to handle trust 

formation, trust evolution and trust propagation. 

 

2.5.4  SAFEGUARD Project 

SAFEGUARD [15] aims to enhance the dependability and survivability of Large Complex Critical 

Infrastructures (LCCIs), such as distributed electric and telecommunication networks. Modern 

automation systems underlying LCCIs include different levels of automation, regulation, and control, but 

'intelligent' functions relating to critical problems such as system dependability and survivability are usually 

monitored or executed by human operators. SAFEGUARD aims at improving the dependability and 

survivability of large infrastructures as perceived by all interested parties: the owners, operators and 

customers.  

  The main objective is to provide a systemic conceptual framework and software tools (integrated 

methodologies, models, methods and middleware). As part of a multi-agent system, the dependability and 

survivability of LCCIs are enhanced. The scientific objective is to validate the applicability and efficacy of 

an intelligent agent organisation (and to develop related methodologies and methods) in support of LCCIs 

for ensuring their dependability and survivability. Technological objectives will be the development of 

middleware for software agent components and their integration in telecommunication and electricity 

networks.  
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2.6 Support for Security Requirements of  Open Services 

In Table 4, a comparison of the main approaches is made with respect to the open service security and 

interoperability requirements given in Section 1.2.  

Table 4. Comparison between open service security and interoperability requirements and existing solutions 

Syntactic Driven Solutions Semantic Driven Solutions Service 
Interoperability 
Requirements WS-Security /    

Grid Security 
Ponder (KAoS, Rei) Denker et al. 

(2003) [38] 
 Proposed 

System 

Explicit model of 
heterogeneous service 

configurations and 
specifications 

Yes - XML 
security 
specifications 

No No  Yes - not very 
expressive 

Yes 

Process Models and 
Policies 

Yes - 
BPEL4WS and 
WS-Policy 

No process 
models.          
Yes - access 
control policies 

No process 
models.          
Yes - access       
control policies 

Yes - DAML-S    
No - policies 

Yes 

Dynamic 
Reconfiguration and 

Reasoning about 
Services 

Specification 
only, no 
management 
tools 

Yes  Yes  No, except 
service 
matchmaking 

Yes 

Decentralised 
Resource 

Management 

Unknown            Stakeholders rely 
on domain 
controller 

Stakeholders rely 
on domain 
controller 

Unknown Yes 

  In Table 4, service interoperability and security requirements excerpted from Section 1.2 are 

compared against existing syntactic, semantic, and a proposed new system solution. In the first 

requirement, only WS-Security, Denker et al., and the proposed system support an explicit conceptual model 

for annotating security configurations. Even so, WS-Security is a syntactic driven solution, while Denker 

et al. does not support an expressive conceptual model. Process models are supported by all solutions except 

Ponder, KAoS, and Rei. In addition to this, the Denker et al. model is the only solution that does not 

support policies, whereas all other solutions do. Policies defined in the new proposed system are similar to 

WS-Policy where a policy represents an individual requirement, capability, or other property of behaviours 

[127]. On the other hand, KAoS, Rei and Ponder are mostly based on access control policies. The support 

for dynamic reconfiguration and reasoning of services refers to the system's ability to reconfigure security 

descriptions to meet changing requirements without affecting underlying implementations. This can be 

advocated using policies and a reasoner to match and decide if a change in requirements necessitates a 

security reconfiguration. However, this is not supported in WS-Security and partially supported as service 

matchmaking in Denker et al., whereas it is supported by all other solutions. Consequently, decentralised 

resource management refers to the ability of stakeholders to autonomously or independently manage access to 
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its resources such as services or processes without relying on a domain controller, and deliberate resources 

to assess if services are sometimes operating erroneously or maliciously. This is unknown or possibly not 

supported by WS-Security and Denker et al. It is however supported by the new proposed system where 

security configurations for managing and analysing service resources are independently and autonomously 

managed by distributed stakeholders. Policy based solutions such as Ponder, KAoS, and Rei are 

dependent on a controller to manage access control policies and restrict access to resources on behalf of 

stakeholders and entities. Based on this, the new proposed system aims to support these requirements by 

means of a semantic driven solution to meet the challenges of achieving open service interoperability and 

management.  

 

2.7 Summary 

Having surveyed existing literatures on open service security, it is possible to distinguish the limitations of 

current technologies and reinforce the need for improved solutions based on motivations defined in 

Chapter 1. The limitations levelled at current open service security standards were that they are syntactic, 

as well as lacking in expressivity and analysability; in effect, they were not semantically rich. Semantic 

driven solutions are however more focused on access control policies and do not define annotations for 

representing security capabilities and requirements needed for security interoperability and management. 

Fault tolerant systems using Byzantine agreements and reputation mechanisms are limited to identity 

agreements, and do not address faults detected in internal states of open services. This makes it possible 

for an adversary to produce enough of a reputation to gain acceptance in a domain.  

  It is proposed that the next generation of adaptive management and interoperability models for 

secure open services in the Semantic Web also regard security as a process and not as just a mechanism. 

Understanding this difference has identified a raft of security problems and emphasised the need for more 

self-manageable systems. It is this level of dynamic security reconfiguration and adaptive management that 

open services security seeks to achieve. 

  However, it is recognised that the fault models used in designing and analysing dependable 

distributed systems typically make simplifying assumptions about the nature of faults in the system. Often, 

the fault tolerance algorithms used by a system treat all faults identically, ignoring the effects of any fault 

types the algorithm is not designed to distinguish or tolerate. Such overly optimistic single fault-type 

models assume a fixed number of benign permanent faults and perfect fault coverage. Or, the system 

model employs complex protocols that assume all faults to be malicious, even though only a small portion 

of the faults may actually require such protection. These more pessimistic Byzantine models assume all 
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faults to be arbitrary. By distinguishing between different fault types and by considering differing 

probabilities of occurrence for each fault type, it is possible to develop more realistic system models to 

design systems capable of handling the various fault types in a behavioural approach. The models 

compared, provide the rationale behind developing more realistic models for Byzantine detection models 

in the Semantic Web which considers mixed fault types along with the methods needed to tolerate such 

faults. 

  The next chapter defines the profile driven security framework that can support the representation of 

security profiles, processes and policies for open services. It is hoped that future services can publish or 

advertise their security interface to enable multiple heterogeneous services to interoperate.   
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C h a p t e r  3  

PROFILE DRIVEN OPEN SERVICES SECURITY 
FRAMEWORK 

3 Profile Driven Open Services Security Framework 

3.1 Introduction 

The development of a holistic ontology is not an end in itself: it provides the means by which security 

services and software such as agents can advertise and exchange security related information between 

them and it acts as a model for the management of security processes and services. In this chapter, the 

concept of ontology is introduced as the groundwork for developing a profile driven security framework 

for representing and advocating different  security specifications. This will also be useful for reasoning 

and analysing information to support security reconfiguration and adaptive management applications 

presented in Chapters 4 and 5. An ontological model promotes the interoperability between disparate 

security systems, providing a framework for secure transactions across heterogeneous multi-domain 

boundaries. Developing an ontological model has raised many problems regarding the modelling choices 

taken in the development of knowledge representation models. A practical and normative way of 

representing information is required. The main aim of utilising a representation model in this context is 

mainly driven by the following motivations [35]:  

• Knowledge should represent the basis for intelligent reasoning, where facts can be compiled 

into logical descriptions that are applicable in a domain.  

• An expressive language that is able to facilitate vivid representation of knowledge is needed. 

This enables users to define realistic models of their intended domain to aid stronger 

comprehension and communication.  

• Besides having a well defined representation language, the information must be encoded in a 

normative form that allows efficient computation. This aids in practical systems that are able to 

collectively gather knowledge for processing.  

 
  In this framework, profiles describe general relationships between safeguards, assets, and threats. 

Particular relationships are defined as rules or constraints called policies. In policy models, management is 

supported through the specification of policies as rules that act as qualifiers for the action relationships of 

subjects on targets. For example, a message target (asset) uses confidentiality actions such as encryption to 
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protect against disclosure to general agent subjects. Policies define the conditions when encryption is 

used. The subject-action-target type policy models express directed asymmetrical actions from subjects to 

targets. Although this conceptual model can express such subject-action-target relationships and policies, 

it is also easy to express other types of relationships such as explicitly defining heterogeneous bidirectional 

and multi-party security interactions between multiple senders and receivers, as well as the requirement, 

capability, or property of a behaviour [127]. For example, senders may be required to sign messages, 

mediators may be required to verify signatures on behalf of receivers and receivers may use access control 

to receive messages. 

  An ontology representation for the profile-based security framework is used. Ontologies in 

DAML+OIL or OWL support the normative encodings and can express logics for intelligent reasoning. 

The security ontology is specified using two approaches: an abstract approach for capturing stakeholders 

of the security environment and an explicit approach for mediating between security specifications. 

Security can be integrated with existing semantic based applications through high level conceptualisations 

and can be mapped onto existing security specifications. In order to make the framework more 

maintainable, there is a separation of concerns. 

 
Figure 2. Layered Ontological Security Framework 

  The conceptual layer is separated from different commitments, and those concepts can be used with 

service advertiser and policy management applications such as profile reasoning. The ontological 

framework (see Figure 2) consists of a: 
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• Conceptual layer: defines the properties and relations between security, trust and privacy related 

concepts; and 

• Reification Layer: which comprises the following sub-layers: 

o Service Description Layer: the means for security processes to be hooked onto service 

processes. 

o Policy Layer: provides the means for defining security rules and constraints.  

  These are separated from: 

• Security Mechanisms: specific instances of security concepts, policies and service entities as 

defined in existing security standards; and 

• Security Applications: that make commitments to use the security ontology within specific 

application domain context. 

 

  This separation enables the security conceptual model to be made independent of the application 

requirements and the use of specific security mechanisms. Based on Figure 2, the concept of Security 

Profiles is presented in Section 3.2. It describes how profiles are used for representing different 

configurations of security concepts, processes, and policies ranging from the conceptual layer (semantic 

model) defined in Section 3.3, to the reification layer (service and policy models) in Sections 3.4 and 3.5. 

The security applications layer presents models for reasoning (Section 3.7) and managing security profiles 

(Sections 3.6 and 3.8). The framework and a restaurant booking scenario are presented over three 

chapters (Chapters 3, 4 and 5). This chapter defines how a restaurant service is secured by publishing its 

security profile using the security ontology model (conceptual and reification layers). Chapters 4 and 5 

focus on expanding the scenario using models from the security applications layer such as risk, policy and 

security management. The security applications layer supports the dynamic reconfiguration and self-

management of open service environment using a meta-reasoning model of policies and behaviour 

patterns analysis approaches. In the following a use case model of the restaurant booking service where 

security processes are interleaved into existing service processes: 

1. The client agent sends its certificate to the restaurant service.  

2. The restaurant service verifies client’s certificate, in return the client receives the certificate of the 

restaurant service.  

3. The client agent sends its order information to the restaurant service.  

4. The restaurant service checks for booking availability and notifies the client.  

5. If the order is available, the client agent receives a session key, encrypted by the client’s public key 
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6. The client agent sends the encrypted payment information, encrypted order information and dual 

signature to the restaurant service.  

7. The restaurant service verifies the dual signature. 

8. The restaurant service records the booking transaction and sends a receipt to the client agent.  

 

3.2 Security Profile Model 

The Security Profile Model is concerned with relationships between safeguards, assets and threats entities. 

The profile defines sets of relationships such as how particular safeguards protect particular assets against 

particular threats. In an open environment, different systems publish their services along with their 

externally public security configuration and requirements. These service descriptions have included a 

detailed service process description of their security choreography or workflow.  The security processes 

are represented as profiles enforcing their respective security configurations (protocols, credentials, and 

actions) and policies. Some of these configurations include combinations such as SET or SSL, X.509 

certificates, and “Key Verification” or “Encryption” actions. Through the profile description and policies 

governing these security instances, the agent is able to reason the profiles with the aid of the security 

ontology, hence capturing and understanding the concepts and processes needed to support 

interoperability between disparate services. The concept of profiles for supporting security within a 

heterogeneous service environment is explained below. 

 

3.2.1 Singular Profile 

A profile exists to support binding relationships between arbitrary entities within a MAMD environment. 

These profiles can collectively provide a complete security description or viewpoint of a service to 

support dynamic security management [104]. Profiles are versatile in managing the switching between 

active and inactive behaviour of policies to ensure controllable environments in MAS. Asymmetrical 

relationships shared between assets, safeguards and threats are put together as a service profile with their 

accompanying policies. A profile can express various policy rules, defining the security instantiations and 

pre-conditions supported. This represents a meta description of the services’ security workflow and 

service descriptions to promote the discovery and interoperability of services from separate domains.   
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3.2.2 Composite Profiles 

Composite profiles are defined as a collection of one or more safeguards, assets, and threats entities 

belonging to an open service. The composite entities can be seen as a single managed object belonging to 

a service or domain. The collection of entities can be encapsulated within a composite profile that holds 

the internal relationships of service processes and policies. A profile can be part of a collection of profiles 

managing the complete security workflow of a system. This model constitutes the design of the MAMD 

architecture where various levels of composite and overlapping domains exist in a variety of 

heterogeneous topologies creating composite profiles for managing service entities.   

 

3.2.3 Security Configuration Policy Entities 

MAMD security management involves monitoring the activity of a system, planning relationships 

between entities, describing policy rules, enforcing management decisions, and instantiating relevant 

service control actions to manage the behaviour of the system. The policy service provides the 

interpretation of policies within profiles in order to achieve the overall objectives of the communicating 

assets, and consequently supports risk monitoring of the prevailing threats that can be iteratively fed into 

the existing system.  

  The concept of policy and profiles differs in that while the former influences the pre-conditions of 

the instance, the latter specifies the relationship between subject and target instances. In MAMD systems, the 

number of assets could be large, rendering it impractical to specify policies in terms of individual assets - it 

is easier to group assets into domains where a policy applies [112]. However, entities within a MAS 

environment are autonomous components or services that are complex, and may need specific policy 

management support from the state of the world they interact with. Therefore to optimise the number of 

policy objects into a manageable scope, the use of an explicit ontological model provides the relationship 

mappings of security concepts and their specifications as profiles to permit the clustering of similar 

safeguards and policies into discoverable entries [104] such as an entry in a Directory Service.   

  According to Sloman et al. (1993) [111], an arbitrary predicate based on the value of an object 

attribute can be used to select sets of subject or target objects to which a policy applies. A search over all 

reachable objects within a distributed system to determine these sets is clearly impractical. The selection of 

objects is thus limited to be within a domain, whose membership is known. However, the use of 

appropriate security ontologies, along with policies that specify the necessary pre-conditions for 

membership and domain information can enhance the management of distributed profiles in multiple 

domains. 
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  Interacting services and agents may result in conflicting profiles because their policy constraints do 

not match. In many cases, it is not possible to prevent conflicts, so it is necessary to detect and resolve 

them. Therefore, solutions for policy conflict resolution is introduced and defined in Section 3.5. 

 

3.3 Semantic Model 

At an abstract level, security is modelled in terms of 3 main concepts: Safeguards that protect the Assets of 

value in a system against Threats (SAT). Viewpoints expressed using profiles that represent particular 

configurations of sets of instances of Safeguards, Assets and Threats. Hence this model has been termed V-

SAT [104]. The conceptual model represents two main relationships, namely safeguards protecting assets 

and threats attacking assets (Figure 3).  

 
Figure 3. A fragment of the Abstract Security Ontology 

  In more detail an asset entity is referenced as an agent, service, or data resource that is offered within 

an open environment. A Safeguard is an entity that serves to increase the protection of assets in the system. 

Safeguards are modelled in terms of credentials such as a public key and a certificate, protocols that define the 

set of safeguard actions such as exchange public keys, verify key and revoke keys. Threats trigger particular 

safeguards being statically or dynamically configured or reconfigured.  Threats can also be expressed as 

security requirements contained in policies. 

  A viewpoint or profile defines reifications of sets of relationships between specific assets, safeguards and 

threats. Profiles bind policies, application or enterprise operational constraints and also link to risk 

models. Profiles are published using service description languages to provide service or platform security 

information across various domains hence publishing external security configuration information to 
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support interoperability. Publishing external security configurations is considered to be one type of 

generic security service in this model. Dynamic security management is supported through retrieval and 

reasoning about profiles based upon the security ontology. Profiles support the management and selection 

of active versus inactive policies to ensure controllable secure environments within MAMD systems 

(Section 3.5).  

 
Figure 4. A Fragment of the Abstract Security Ontology and the link to specific security mechanisms. 

  Concrete security concepts such as RSAKeyValue and signatures defined in the W3C, Oasis and 

IETF public specifications are linked to the abstract concepts by means of associating and instantiating 

instances of an action, protocol and credential. In Figure 4, a Signature is instantiated as part of a 

‘credential’ concept from Figure 3. Therefore, an abstract conceptual model is used as an upper ontology 

to mediate between concepts in different concrete specifications. 

  In the restaurant booking service, security information is represented as instances using concepts 

defined in the semantic model. Based on the use case in Section 3.1, the service is classified according to 

the V-SAT model. Safeguards refer to 'Authentication,' 'Secure Session' and 'Purchase Order Dual 

Signature' (PODS). Assets refer to 'Availability Check' and 'Make Order.' Threats refer to 'Masquerading' 

and 'Information Stealing.' Consequently, Safeguards are further expanded to support Protocols, Actions 

and Credentials. This is presented in Figure 5, where instances are defined in standard RDF descriptions 

and referenced to concepts expressed in the Security Ontology. Each safeguard is defined by an action 

description, a credential based on standards such as XML Signature and a protocol referenced to specific 

implementations such as SSL. 
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Figure 5. Safeguard instantiations of the semantic model 

 

3.4 Service Model 

Security is not just a set of security mechanisms to support a preventive approach against threats – it is 

also a dynamic process, whose use is triggered by changing threats and by the use of particular service 

operations. The assets in the security conceptual model are part of an actual application and its service 

process, for example, an asset such as a restaurant booking record is part of a restaurant table reservation 

process. The reservation action in the process may trigger a different level of security being used to 

protect the exchange of customer payment credentials such as a dual signature payment process in order 

to reserve the table. Hence, assets must be modelled as part of service processes. In addition, the use and 

management of safeguards are also part of security processes (modelled as operations in the conceptual 

model). Security and service processes need to be interlinked. Therefore there is a need to interlink the 

semantics of the service concepts to the semantics of the security concepts – this interlinking is achieved 

using the service description layer.  

  As part of the complete methodology, the service description layer provides the means for modelling, 

managing, and advertising external security profiles. When an advertised service is specified, interaction 

with the service is represented using logic-based languages such as FIPA-SL [50] or KIF [78] to formulate 

expressions for request or query agent communication protocol primitives. In order to formulate precise 

expressions, attributes pertaining to the slots of the concepts need to occasionally adhere to certain 

conditions or rules, for example, an instantiated ‘Secure Session’ action concept with a rule defining the 

algorithm type (RSA-SHA1 or DSA-SHA1). The use of an alternate construct is defined in Section 3.5 to 

represent security rules as a subclass of the 'Condition' concept in DAML-S [104].  

  Some grounding examples of utilising the security ontology and a exemplary application ontology 

with DAML-S service descriptions are presented below. A grounding example demonstrates the 



 

56 

integration and application of specific technologies in order to publish the security requirements 

(safeguards) for services (assets) within heterogeneous service environments.   Based on the restaurant 

booking service, five processes are identified in Figure 6; Authentication, Availability, Secure Session, 

PODS and Make Order processes. These processes reflect the functions expressed in the use case 

(Section 3.1). 

…. 
<daml:Class rdf:ID="RestaurantBookingProcess">  
 <daml:subClassOf rdf:resource="process:CompositeProcess"/>  
 <process:composedOf>  
  <process:Sequence>  
   <daml:item><daml:Class rdf:about="#Authentication"/></daml:item>  
   <daml:item><daml:Class rdf:about="#Availability"/></daml:item>  
   <daml:item><daml:Class rdf:about="#SecureSession"/></daml:item>  
   <daml:item><daml:Class rdf:about="#PODS"/></daml:item>  
   <daml:item><daml:Class rdf:about="#MakeOrder"/></daml:item>  
  </process:Sequence>  
 </process:composedOf> 
</daml:Class> 
…. 
Figure 6. DAML-S description of Restaurant Booking Process  

  In the following example, the 'Authentication' process is mainly presented as a proof of concept while 

the other processes are defined in Chapter 4. In Figure 6, the first process (Authentication) belongs to the 

Safeguard presented in Figure 5. The 'Authentication' process is further elaborated in Figure 7 where it is 

associated with 'Credential Instances' that specifies an X509Certificate, and 'SSL-Authentication Process' 

that specifies the input and output parameters of the process. Therefore, Figure 7 defines the service 

model where safeguards are interleaved with existing service processes. The service process specifies the 

overall choreography of processes while safeguards define the security processes and credentials instances 

used by the system.   
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Figure 7. DAML-S description of Authentication Process  

  Although a DAML-S profile and the term Security Profile are interchangeably used, the difference 

between these two is distinct yet interrelated. The former belongs to the context of web or agent service 

descriptions specifications, whilst the latter is a methodology for advocating and integrating security 

interoperability onto existing services with the aid of the security ontology model. The application of the 

security profile practically hooks onto the service layer offering semantic interoperability using a common 

ontology to exchange security information between communicating services, and policies are used for 

governing security requirements. The next section defines how the policy model expresses the constraints 

and security capabilities of the restaurant booking service.  

 

3.5 Policy Model 

Safeguards such as Authentication, Confidentiality, Privacy, Integrity, and Authorisation are expressed 

using security profile(s), and are linked to a set of policies. The policy is defined as a security preference, 

requirement, or capability constraint related to the safeguards of application services. The profile specifies 

the relevant security information such as credentials and protocols (ontology) along with a logic-based 

description for expressing policies.  
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  In Figure 8, the previous example (Figure 7) is extended to support policies within the 

'Authentication' process. A policy concept is defined as part of the security profile. Similarly in a DAML-S 

profile where conditions may be specified, the security conditions that need to be met are defined as a 

policy property of an ‘AgentCondition’ inherited from ‘Condition’. In Figure 8, a 'Policy' concept is 

defined and the 'Receive Credential' input parameter from Figure 7 is associated with an 'Agent Condition' 

(Policy). Based on this, a policy expressing the security capabilities of the 'Receive Credential' input 

parameter is defined. The policy states that the X509Certificate must meet requirements of Base64 

Encoding, XML Canonical Algorithm and RSA-SHA1 Algorithm. 

…. 
<!-- Agent Policy Pre-Condition --> 
<daml:Class rdf:about=”#ReceiveCredential”> 
   <daml:subClassOf rdf:resource="#AgentCondition"/> 
</daml:Class> 
<daml:Class rdf:ID="AgentCondition"> 
<daml:subClassOf rdf:resource="process:Condition"> 
</rdfs:subClassOf> 
</daml:Class> 
<daml:Property rdf:ID="policy"> 
 <rdfs:domain rdf:resource="#AgentCondition"/> 
<rdfs:range rdf:resource=”xsd:string”/> 
</daml:Property> 
 
<!-- Receive Credential Policy --> 
<profile:ReceiveCredential rdf:ID=”CredentialPolicy”>  
 <policy rdf:range=”xsd:String”> 
                 ( exists (?x (X509Certificate ?x)) (and (Encoding ?x base64)  
                                (Algorithm CanonicalizationMethod REC-xml-c14n-20010315)  
                                          (Algorithm SignatureMethod rsa-sha1) 
                             ) 
       )  
 </policy>  
</profile:ReceiveCredential> 
…. 

Figure 8. Policy Conceptualisation and Reification of Authentication Process 

  The policies described as part of service inputs need to be satisfied for the successful completion of 

the process. These policies are part of the representation of a profile in a given process such as 

'Authentication.' The policy given in Figure 8 are represented using a conjunction logical expression, and 

if satisfied would imply that the authentication was successful. Consequently, these service descriptions 

(together with the Security Profile) are published via directory services. The service layer is supported by 

the policy layer using substantiated facts and logical assertions. In the policy layer, a reasoning engine is 

used to reason about the policies. The conceptual layer supports the policy layer by means of providing 
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security facts. As a result, policies are applied to these facts using a reasoning engine to enable a rational 

decision to be made.  

  The matching of policies within the reasoner is a daunting task. The idea of supporting policy 

negotiation for conflicting policies is potentially non-scalable and can introduce high overheads and 

complexity. Therefore, to enable alternative solutions for policy conflict resolution, the introduction of 

alternative policies (n-arity) is defined, e.g., in Figure 9 an optional ‘KeyLength’ is supported [118]. 

<profile:KeyInfo rdf:ID=”keyInformation”>  
 <policy rdf:range=”xsd:String”> 

     ( exists (?a (KeyLength ?a)) (or (= ?a 1024) (= ?a 512) )  
</policy></profile:KeyInfo> 
Figure 9. Example of an n-arity Policy 

  A security configuration policy specifies the conditions of safeguards descriptions or security 

requirements that external entities should abide by when utilising services offered by the system. Profiles 

occasionally require assets to adhere to certain conditions or rules. Hence the use of DAML-S pre-

conditions is needed to offer a more precise formulation of these rules. However, the current DAML-S 

pre-condition descriptions for specifying these input rules are vague and do not provide examples for 

integrating agent-based applications [4].  

  As a result, other constructs are used to express these conditions. These constructs are based upon 

introducing a string-based property in relation to a DAML-S condition [104]. Using a string based 

property has its advantages; it provides the freedom for specifying the required condition of the process, 

and its proprietary representation. However, the use of structured semantic representation methods is 

encouraged to provide a more normative way of representing policies. This allows policies to be specified 

using a multitude of languages. Having highly configurable systems can easily lead to bad configurations, 

thus the support for heterogeneity benefit from defining explicit policies that help prevent bad 

configurations from occurring.  

  Consequently, security profiles are executed by the security application layer in which, policy, privacy 

and cryptographic computation management are enforced. 

 

3.6 Risk Management Model 

Risk management incorporates risk analysis and evaluation, i.e., the combination of systematic processes 

for risk identification and determination of their consequences, and how to deal with these risks.  Many 

risk assessment methodologies exist, focussing on different types of risks or different areas of concern.  A 

layered semantic security framework [119] builds on harmonising different security specifications, and this 
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model develops a qualitative and quantitative approach for analysing and evaluating security risk to 

conceptualise a profile recommendation in open environments.  

  As part of the overall security framework, a risk management model supports risk identification, risk 

analysis and risk evaluation as input into recommendations of security configurations represented in 

security profiles for given services. The model is based on existing risk management methods 

[42][115][122] and encompasses 4 primary steps (Figure 10). 

 
Figure 10. Risk Management Model 

  In this risk management model, the assets (functional ontology) of the system are analysed and 

evaluated. To make this model more comprehensible, a restaurant service use case scenario defines the 

risk management process where assets, safeguards and threats are identified, analysed, evaluated and 

recommended.  

 

3.6.1 Risk Identification 

A use case for a payment transaction that is conducted after a reservation has been made from the 

restaurant service is shown in Figure 11. To justify the design of any security system using a risk based 

approach, it is necessary to define elements in the system that requires protection, to analyse the possible 

threats to these elements, and to model a security mechanisms that will provide protection for these 
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elements. In the security requirements for the restaurant service, it is not a fundamental aim to satisfy all 

complex security requirements from the use case, but instead the aim is to satisfy the core requirements. 

Based on the use case for secure payment, the following core security requirements are derived for 

Authentication, Authorisation, Message Confidentiality, and Message Integrity. 

1. Both the client agent and restaurant service require authentication to establish identity. The restaurant is 

authenticated based on its certificate, the client agent supplies credentials specific to this (payment) service 

such as a credit card. 

2. The client agent or restaurant service initiates a private communication channel to protect the payment 

transaction; 

3. The client agent gives the payment credential, for example credit card details, to the restaurant service, 

expecting confidentiality (i.e., non-disclosure of the number to a third party); 

4. The client agent also expects integrity (i.e., no change in transaction amount) from the restaurant 

service; 

5. To do this, a payment gateway such as a bank is used to authenticate the restaurant service and vice 

versa, hence having the payment body, which is the client agent’s bank that is designated or associated 

with the client authenticating the restaurant service. The restaurant service also authenticates the payment 

body (using credentials based on location, telephone number, etc). Authentication occurs over a second 

secure channel between the restaurant service and client agent’s bank; 

6. Once the client agent’s bank authenticates the restaurant service’s ID and role, it gains the authority 

(this is linked via some policy to the authorisation and the role) to check that the payment amount is 

cleared, i.e., getting approval (authority) for the purchase amount by a clearinghouse. 

Figure 11. Part of a use case for payment of the restaurant service 

 

3.6.2 Risk Analysis and Evaluation 

Drawn from the use case (Figure 11), assets, threats and safeguards of the restaurant service are given in 

Table 5: 

Table 5. Assets, Threats and Safeguards for the restaurant service 

Assets Threats Safeguards 
User’s Identity, 
Credentials, and Temporal 
Information 

Impersonating user information and 
payment credentials. Hijacking 
authorisation keys of other users.  

Signed user identities and payment 
credentials. Verify user identity and mask 
user personal information.  

Communication Protocol Unreliable third party communication Secure tunnelling and protocols providers 
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and Channel channels and protocols may reveal user 
info. Masquerading as trusted 
communication backbone between 
entities. 

should provide an authentication option 
to users. Reputation and trusted 
environments can also be exercised. 

Security Policy and 
Preferences 

Impostor agent fabricates Denial of 
Service (DoS) attacks. Altering, inserting 
and replaying insecure security policy 
and preferences.  

Profiles containing policies and 
preferences can be signed to provide 
authenticity of the information to other 
users.  

Reputation of Bank and 
Restaurant Service 
Provider 

Malicious agents override a reputed 
service provider that may lead to 
consequences of tainted service 
reputation. Impostor agent controls 
services to retrieve sensitive information. 

Isolation of banking and service domains 
from the open environment. Authorisation 
models to control and avoid malicious 
agents from accessing its domain. 

Messages – Granularity of 
Integrity 

Overloading communication language 
messages through modification. This 
threat can exist in different levels of 
message granularity that lead to 
message loss DoS, and replay attacks. 

Provide association between different 
levels of message granularity. If a level 
gets compromised, supporting levels may 
reveal the security breach through 
message inconsistencies  

 

In this section, requirements for the restaurant service supports safeguards against the above threats are 

defined: 

1. Authentication: mutual authentication of one agent by another to establish the identity of each 

agent. Credential management of agents over time periods or behaviour of an agent within the 

system is needed. 

2. Authorisation: determines the level of access an agent has in the system to access the specified 

resources.  

3. Message Confidentiality: some transactions between agents may need to remain confidential, 

for example the transfer of payment credentials from the client agent to the restaurant service. 

4. Message Integrity: for certain transactions between agents, the messages must not only remain 

confidential but the integrity must not be violated, for example the amount specified for payment 

by the client agent should not be modified by the restaurant service or an un-trusted third party 

through insertion, replays, reordering or duplication.  

 

Table 6. Criticality and Probability of Risk (Reference Definition) 

Criticality 
Levels 

Criticality Definitions Probability 

Significant     
76-100% 

Significantly costly loss of system assets or resources. 
The occurrence frequency is very high and threats are 
highly motivated and capable. 

Nearly Definite 
0.81-1.00 
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Moderate      
26-75% 

Exercise of this threat may result in moderate to costly 
loss of assets or resources. Possible occurrence of 
threats and may need the necessary safeguards as a 
prevention. 

Possible       
0.21-0.80 

Trivial         
0-25% 

Exercise of this threat may result in minor losses. 
Occurrence levels can be low. 

Doubtful     
0.00-0.20 

 

  Based on the reference definition of criticality and probability in Table 6, a risk evaluation produces 

correlation data for assessing the security recommendation of a system. A scatter plot (Figure 12) 

determines the correlation between impact criticality of threats onto processes and its occurrence probability. 

Plots are based on an estimated value of 50 vulnerable service processes within a system. Each service 

process was randomly generated with corresponding criticality and probability values. By utilising the data, a 

graph plotting these denotations with a linear regression trend line defines the correlation. The value from 

-1.00 to +1.00 describes if these two values are lowly or highly correlated. In this evaluation, a highly 

correlated value suggests a strong security configuration and vice versa, for example, it is highly correlated 

if the impact criticality of a threat is significant and its occurrence probability is ‘nearly definite.’ The occurrence 

frequency (probability) is derived from a number of sources, such as other risk assessment methods ([42], 

[115] and [122]) or security logs from existing systems. The model is thought to complement existing risk 

analysis models for deriving safeguards aimed at configuring security for open services.   

 
Figure 12. Criticality and Probability Correlation of Security Risk Scatter Plot 

  Information on criticality is identified through analysis of system vulnerabilities, whereas probability is 

determined through the system records and Byzantine assessment of the environment. Services are 

assessed through assessing service interactions where security profiles are matched against user specified 

policies. During this process, Byzantine service processes are verified against a set of common security 

policies, only leading to an agreement to revoke the service if it is detected to be dishonest. Information 
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gathered from the continuous interaction within the domain builds informational records about the type 

of threats attacking the environment and its probability. In this case, the information is represented as 

feedback to the risk management model for recommending more specific security profiles, consequently, 

creating a self-protecting environment where entities can react against these threats and autonomously 

self-configure themselves.  

  From these values, a number of general security configurations can be derived, proposing security 

recommendations classified into 3 configuration levels: weak, average, and strong. The correlated value 

determines the desired security level; further security reconfiguration is also not restricted. These values 

aim at developing a recommended guideline for configuring security both qualitatively and quantitatively. 

As a result, Table 7 defines a nomenclature of correlated values along with a description of different 

security configuration levels. 

Table 7. Security Configuration Levels based on Correlation Value 

Correlation Security Configuration Levels 
Strong          

+0.51 to +1.00 
Complete deployment of security configuration. Strongest keys and 
security methodologies will be used extensively.  

Average           
-0.50 to +0.50 

Suitable security configuration to fit service needs based on risk 
prioritisation to balance between highly and lowly essential security 
implementation 

Weak             
-1.00 to -0.51 

Simple security instantiations. Minimum configurations are mostly 
chosen as strong ones are unnecessary.  

 

  Risk prioritisation is an important evaluation step for arranging the workflow of triggering safeguards 

against specific process models. The objective of this step is to partition the choreography of process 

models within an open service along with required security processes (safeguards) in an efficient manner. 

The risks are prioritised by grouping threats and ranking them according to their criticality and probability. 

This step is dependent on a service administrator to organise and conduct the services’ workflow to 

match the ranking priority. 

 

3.6.3 Risk Recommendation 

In the recommendation stage, interrelationships between the suggested security configuration levels with 

pre-defined security profiles (general safeguards) are defined. The association between these entities 

advocates a rationalised security recommendation based upon data derived from the risk analysis and 

evaluation stages. This action aids the understanding of both the security risk pertaining to a service and 

the factors needed to be considered when developing safeguard strategies.  
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3.7 Policy Management Model 

There are different types of security policies including deterrents (configuring safeguards to deter against 

threats), detectors (monitor and filter events for possible intrusion events), repairers (handle attacks that 

have occurred or are occurring) and counter-measures (actively attack the source of the threat itself). 

Safeguards may have further safeguards to protect them, e.g., private keys used for authentication may 

require additional access control and confidentiality safeguards. Specifying such viewpoints or profiles are 

not sufficient - computational models are needed to analyse and configure systems that adhere to them. 

  The development of a reasoning model provides the means to arrive at decisions related to the 

security requirements expressed in the profiles. An ontological model (Tan et al., 2004) [119] related to 

this reasoning model promotes the interoperability between disparate security systems, providing a 

framework to support common knowledge across heterogeneous multi-domain boundaries. In 

developing this model, there is a need to specify an abstract representation to determine how the 

reasoning mechanism or algorithm should work, so that it is not directly dependent on a particular system. 

On the other hand, an explicit model was developed to ground the theoretical aspects of this model as a 

proof of concept. Figure 13 illustrates a schematic view of the policy reasoning model. 

 
Figure 13. Framework for open service security 



 

66 

  Figure 13 describes how an administrator can dynamically update the externally visible security 

policies defined in published profiles or viewpoints. Agents can interoperate and reason about these 

profiles, match safeguard configuration requests and resolve conflicts to instantiate an appropriate 

common security service configuration. The framework relies on other models such as the common 

security ontology (Meta in Figure 13) and operational models in Tan et al. (2004) [119]. It is also possible 

to orchestrate policies into composite profiles covering multiple domains. Figure 14 specifies the 

reasoning model of Figure 13 in greater detail. 

  This model specifies a system for reasoning about security profiles in open environments using 

mixed, object and meta-level reasoning mechanisms. The reaction to environment conditions (spatial and 

temporal), static preference rules (general policies) and operational permissions (service determining the 

executed security requirements) are concerns at the object level. The common security ontology (domain 

knowledge) and the security profiles (control knowledge) are used by the reasoning model at the meta-

level. 

 
Figure 14. Profile-based reasoning model 

3.7.1 Profile Management Interface 

The profile management interface is a collection of sub-management components that provides an 

interface for configuring security profiles, policies and instances.  
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3.7.1.1 Policy Management  

There are two main security policy domains: Generic Security Policy domains and Service Specific Policy 

domains (see Section 4.5.3.1). They are loaded into the knowledge base and serve as policy rule sets. The 

Security Policy Manager separates the generic security policies from the service specific policies and from 

application and user preferences. The policy manager interface supports the use of standard declarative 

semantic languages, such as KIF and RDF, for expressing policies. The limited language specific 

expression of policies is constrained by defining subsets of these languages with their relevant axiomatic 

semantics. Additionally, the policy expressions are based upon axioms defined using terms from the 

abstract security ontology.  

 

3.7.1.2 Security Process Management  

This defines the security process models within an open service environment. Service description 

languages provide hooks for interleaving complementary security processes within an application’s 

fundamental services. This interface can provide the methods for defining safeguard models such as 

authentication, confidentiality or integrity and their required input, output, and effect parameters. 

 

3.7.1.3 Security Instance Management 

The instances, based on the abstract security ontology, represent the actual security configuration 

supported by users and service providers. Example instances are described in Tan et al. (2004) [119]. 

 

3.7.2 Security Profiles or Viewpoints 

The profile contains entities that express the safeguards, policies and configuration that a user or service 

provider supports. It provides the mappings between the following models: semantic model (ontology), 

open service model (service descriptions), and the policy model (constraints and rules). The profile also 

identifies the various assets one system or domain may wish to protect at various levels of granularity. The 

granularity exists as a hierarchical nature, in which multi systems can be protected at different levels for 

example at the service, application domain, or multi-domain levels. The profile is used to manage policies 

using an event-condition-action paradigm in which aspects of the security behaviour are controlled by a set of 

rules. 
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3.7.3 Security Ontology 

The security ontology defines the security concepts and their relations according to the V-SAT abstract 

model. Agents and services share the security ontology with the reasoning system. The ontology is loaded 

with the foundational facts for the security knowledge base. The ontology model defines the semantics for 

the V-SAT abstract model in more detail, for example, safeguards are defined using the concepts of 

protocols and credentials. 

 

3.7.4 Knowledge Base 

The knowledge-base (KB) is a repository that maintains the semantic information derived from the 

security ontology and profiles. The knowledge is a structured representation based on RDF that can be 

processed by the Java Theorem Prover (JTP) reasoner application. The KB is a repository for storing 

facts.  It is separate from the reasoning model that represents the computational cycle of processing rules 

and facts. The repository manages this data and its relationships, in which facts about security are 

maintained in a semantic network. This allows rules in the form of queries and assertions to support 

proofs for rational decision making. A reasoning engine is closely tied to the KB as part of the reasoning 

model to execute processes such as validating and discerning facts from the ontology, and executing rules 

from profiles.   

 

3.7.5 Reasoning Model 

The reasoning model adopts a set of logic reasoning rules based on the facts in the knowledge base. It can 

deduce decisions to support the reconfiguration of user security properties. The reasoning model can 

manage both the policies and the facts of the system to achieve a rational consensus. The consensus is the 

result of reasoning between profiles originating from different entities and domains, where the steps 

within the reasoning process are based on a modelling choice that was considered appropriate. The 

reasoning model in Figure 14 is defined in detail below, and concrete examples are available in Section 

4.5.3. 

  Classification: The security ontology is initially loaded into the knowledge base, followed by various 

general policies and facts. The classification sub-system is triggered when it receives an invocation for 

logical reasoning about security profiles. As a result, the classification stage classifies the user policies 

derived from the profile as incrementing checkpoints to create a data model in the reasoning engine in 

which policy reasoning is fired or triggered in a systematic order. This takes the n-arity policy (a policy 
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constituting a number of alternative constraints) precedence into consideration (Tan et al., 2004) [119], 

where policies are reasoned logically based upon their declared priority.  

  Validation: Generic security policies are utilised to provide overall integrity checks of user policies. 

These can provide spatial and temporal validation of policies to draw the need for further reasoning, e.g. if 

entities exist within a trusted domain, some security requirements can be less important. The purpose of 

the sub-system is to optimise reasoning requirements based on case-to-case scenarios, for example 

deciding specific rules to be applied to the reasoning process. The validation process is executed whenever 

new profiles are loaded but especially when interacting with differing services. Consequently, the 

validation process also involves the verification of any predicates and axioms expressed in the policies 

against the core ontology facts and it is used to maintain the integrity and conclusions of the reasoning 

model (detailed in Section 4.5.3.1).  

  Resolution: There may be occasions when policies defined by users or services do not match (they 

have different requirements). In this case, conflict resolution is required to achieve mediation between 

entities. For this reason, policy conflict resolution in this model is supported with the use of policy 

precedence (n-arity) specified by the system administrator, where a set of policies are represented as 

alternating preferences of a user. Not only does this method increase the flexibility of the model to 

support policy matching, it also requires less overhead compared to policy negotiation.  

  Adaptation: In this process, the logical reasoning of policies is related to sets of facts that are 

maintained within the knowledge base. These facts are grouped into sets to provide the flexibility of 

inserting and removing groups of facts which are related or unrelated to these policies. This configuration 

is used primarily to associate certain facts with certain policies, thus supporting the reasoning of different 

security profiles using a single reasoning model instance. Consequently, policies will be fired according to 

the facts, and if a set of facts does not correspond well with the policies, the use of a different set of facts 

may be applied. 

  Reporting: This process compiles the result of the reasoning procedure to reach decisions. Example 

decisions are used as operational instructions of an agent to determine the safeguards and constraint 

requirements needed to establish the security interoperability between MAMD entities (detail examples 

are in Section 4.5.3.3). 

 

3.8 Security Management Model 

Management applications are constructed as a set of cooperating components that is aggregated to offer 

more complex management support. There may be enforcement mechanisms such as agents and multiple 
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enforcement proxies that act on behalf of the application to perform these activities.  Management 

applications support: 

• Distributed management of service security discovery, matching, reconfiguration and reasoning 

about profiles. 

• Wrapping of the independent underlying security mechanisms to support confidentiality, non-

repudiation, authentication and key management. Enforcing the operation of mechanisms based 

on the specified policy security requirements. 

• Adaptive management to help reduce the security complexities in open service environment such 

as detecting and revoking malicious activity, and reconfiguring systems to be more resilient 

against future attacks. This is supported by the Byzantine Model where stable behaviour 

definitions of services are documented and evaluated to determine if a shift in definitions 

necessitates a Byzantine agreement.  

 

3.9 Summary 

The different models presented in this framework work together allowing services to interleave security as 

part of their existing processes. The conceptual layer (semantic model) provides security concepts from a 

range of different standards consortia. It can be easily instantiated as instances to represent the security 

requirements of services such as protocols and mechanisms. In the reification layer, services can utilise the 

service model to represent security processes along with existing business processes using service 

choreography languages such as DAML-S or BPEL4WS+WSDL. Additionally, the policy model allows 

services to define rules describing the constraints or capabilities of security instances. By representing 

security requirements and processes as a security profile based on the conceptual and reification layers, 

services are able to publish and share information about how to interface more securely. This promotes 

interoperability because semantic driven security profiles are extensible, and can be applied to 

computational models for reasoning and sharing information.  

  Consequently, the security applications layer offers models that are able to computationally discern 

security requirements from differing parties by means of policy matching and resolution. In addition, it 

also provides the basis for developing adaptive security management mechanisms that are able to self-

manage open service environments.  
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  The next chapter will show how the framework is implemented in one of two applications. A 

reasoning model has been developed to form an environment in which security profiles can be 

computationally deliberated.  
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C h a p t e r  4  

APPLICATION 1:                                                    
DYNAMIC SECURITY RECONFIGURATION                            

IN OPEN SERVICES ENVIRONMENT  

4 Application 1: Dynamic Security Reconfiguration in Open Services 

Environment  

4.1 Introduction 

E-commerce services are becoming more heterogeneous and dynamic. In order to offer such services for 

use within e-business environments, security plays a mandatory part. The security problems arising from 

open service, multi-domain interaction are very complex to manage and support. This chapter focuses on 

the policy layer part of this system in which dynamic security profiles and policies are analysed to provide 

security decision support and reconfiguration information to the application layer (in a service 

composition scenario). A dynamic security reconfiguration model has been developed that uses policy-

based security profiles for making logical and knowledge-based decisions within open service 

environments and it uses the layered ontological framework defined in Chapter 3 for describing security 

profiles. The reasoning model is useful in policy-based systems as it provides a dynamic model whereby 

rules and their execution are related to changing assertions and applied to heterogeneous services to 

support the resolution of policy conflicts.  

  This chapter is divided into 2 parts; firstly it presents a scenario exhibiting how dynamic security 

reconfiguration can be achieved using security profiles in Sections 4.3 and 4.4. The profile is based on the 

V-SAT security ontology and uses concepts of policy representation and service descriptions that are 

reconfigurable. Secondly in Section 4.5, profiles are applied using computational models for reasoning 

about the ontology, security policies, and business and security processes to determine a suitable 

configuration that facilitates service interoperability. Subsequently, Section 4.6 presents an evaluation of 

the model.  

 

4.2 Motivation for Supporting Dynamic Security Reconfiguration 

In critical business applications, security plays a vital role in providing users and businesses with the 

confidence to interact safely. As services become more pervasive, ubiquitous, open, and highly available, 
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service processes that define the operation sequences or workflow of these systems will also need to be 

highly configurable. Having different application domains within open environments causes a large 

increase in the number of heterogeneous security models that may need to interoperate with one another. 

In achieving security for such business environments, configurable systems using policy driven 

approaches seem a useful approach. There are raft of research and development problems in this area: 

• Weighing up common and domain knowledge from different sources in order to improve the 

decision-making; 

• Defining an independent dynamic reconfiguration model for discerning semantic based security 

profiles that is modular, easy to manage and useable with different applications; 

• Separation of application and control modes to allow applications to be dynamically managed in a 

declarative manner such as using policies at the control level - developers can thus focus on the 

representation of policies and business process logic rather than on technological problems; 

• Security requirements and policies may not be explicitly defined making it difficult to agree on an 

agreed configuration;  

• Different stakeholders’ viewpoints of security  can vary depending on different applications;  

• A profusion of in-house incompatible configurations exist that can prevent end-to-end 

interoperability. 

 

  The general motivation is to provide a security model that can support the management, 

reconfiguration and reasoning about semantic based security profiles, in which heterogeneous services can 

dynamically discover security information to enable different systems to interoperate securely. 

  To make these ideas more comprehensible and appraisable, an application scenario is given in Figure 

15. The example describes an open environment setting in which different systems publish their services 

along with their externally public security configuration and requirements. These service descriptions have 

included a detailed service process description of their security choreography or workflow.  The security 

processes are represented as profiles enforcing their respective security configurations (protocols, 

credentials, and actions) and policies. Some of these configurations include combinations such as SET or 

SSL, X.509 certificates, and “Encryption” or “Key Verification” actions. In the scenario, a ‘Conference 

Organiser Agent’ (COA) wishes to organise an event and interacts with services such as a convention hall, 

a restaurant and a hotel. Initially, an agent discovers these services through directories and discerns the 

security choreography and profile. Through the profile description and policies governing these security 
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instances, an agent is able to reason about the profiles with the aid of the holistic security ontology, hence 

capturing and understanding the concepts and processes needed to support interoperability between 

disparate services. Eventually payment is made through the banking service and a conference event is 

organised. The security profiles represented by each service created by the semantic and risk models in 

Chapter 3 is briefly illustrated in Figure 15. The following figure outlines the reification of the model for 

the given scenario. 

 
Figure 15. Service composition scenario 

  The Web is rapidly becoming the platform through which many companies deliver services to 

businesses and individual customers. The number and type of on-line services is likely to increase at a fast 

pace in the immediate future. Services are typically delivered point-to-point. However, in an open service 

environment, it creates the opportunity for providing value-added, integrated services, which are delivered 

by composing atomic services and creating virtual organisations. Examples of services include payment, 

entertainment, and trading.    

  In Figure 15, the service composition scenario is described based on the framework defined in 

Chapter 3 to enable services to achieve single or collaborated business goals. Part of the scenario between 
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the COA, restaurant and bank is illustrated in greater detail explaining the processes required to achieve 

security interoperability amongst multiple services. The framework (Chapter 3) supports the specification, 

enactment, and management of open services.  

  Service composition has a number of requirements that are common with business process 

management. For instance, it needs to organise the order of process execution to manage data and 

interaction between services. In addition, services need to understand the security implications in 

providing highly available and interoperable systems. Open service environments are dynamic and 

complex in terms of the business processes offered and automation of activities occurring between 

multiple services. This requires service process models and systems to be very flexible and adaptable to 

changes (where possible without human intervention), in order to offer the best available service at any 

given time. In addition, the execution of composite services would typically span across different 

management domain boundaries, and require the capability of interacting with applications based on 

different standards and technologies. In Figure 16, a service description describes the processes of a SET 

(Secure Electronic Transaction) dual signature [77] in an e-business secure transaction. The description 

defines the COA maintaining data privacy when completing a restaurant booking without exposing 

payment information to the merchant and purchase information to the bank. 

  Subsequently, part of the Restaurant booking service with a number of security processes expressed 

as functions of the booking service process is presented:  
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Figure 16. Restaurant Booking Service and Security Processes 

  In this example (Figure 16), three security processes are part of the restaurant booking service; 

certificates are exchanged for identity verification, session keys are used for communication and PODS 

(encrypted Payment & Order Dual Signature information) is requested for completing order transaction 

with a clearance house (e-bank).  

  However, the model aims at addressing these problems by providing a flexible, configurable, and 

open approach to security interoperability amongst multiple services. The model also provides a 

descriptive account of security instances and policies and components for managing interoperability and 

security. This allows systems to transparently adapt to changes in the environment, to customise service 

execution according to requirements, and to cope with threatening situations. In addition, the model is 

configurable, so that systems can be adjusted to meet differing user requirements at the policy level thus 

avoiding changes at the implementation level.  
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  Figure 17 defines how the V-SAT model is utilised to support the scenario in Figure 15. An 

expression of a viewpoint constituting functional threats, safeguard, and assets is declared as a security 

profile. The secure payment safeguard expresses the action, credential and protocol needed to complete a 

SET based transaction between the COA, restaurant and bank. In relation to this viewpoint, policies are 

defined to govern the security conditions of the services. The policies are deliberated with the reasoning 

model (Section 4.5.3) to achieve an interoperability consensus.   

 
Figure 17. V-SAT and Scenario 

 

4.3 Service Design Structure 

The scenario represents the collaboration of one or more services to reach a contract. This includes three 

different types of service reification of the framework: conceptual representations (ontologies), which 

define the knowledge of a service, service description representations, that enable the invocation of 

services, and policy representations, that enable the configuration of service requirements. In the 

following sections, the design structure of the scenario based on the framework is discussed in detail. 
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4.3.1 Conceptual Representation (Ontology Modelling) 

Ontology modelling is represented using RDF based description such as DAML+OIL to express the 

relationships between concepts. The service ontology describes concepts of a service; the specification of 

service concepts including its name, identifier, and a list of other information such as number of tables, 

type of cuisine, and facilities. In addition, the service ontology is associated with the security ontology, and 

the security profile is represented based on existing security specifications. Ontologies such as SET 

protocol and signatures are assimilated with the existing security ontology to offer a richer description of 

information to support interoperability. Communicating agents can rely on these ontologies to deliberate 

the meaning of concepts represented in the service description and satisfy policy requirements. In Figure 

18, part of the security ontology defining SET concepts is presented based on the V-SAT model. 

 
Figure 18. Part of Dual Signature Ontology 

 

4.3.2 Service Description Representation  

Services are published using directory services and discovered through agent queries and directory 

lookups. The security profile includes a description of the service to aid service selecting and matching. 

The service workflow has a number of inputs required for invoking services; each process is managed and 

executed by the process logic engine (Section 4.5.2) that enables the invocation of appropriate interaction 

messages. The process has several input parameters, defined by workflow variables in relation to the 

service and security ontologies. The services published in the system are presented by service profiles 

describing processes, which also include relevant links to service ontologies. The workflow description 

involves one or more processing sequences, which specifies the detailed procedures and parameters when 
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the service is invoked. The process description not only represents the service process model, but also 

interlinks security mechanisms to form secure processes. In reference to the scenario, the restaurant 

service security processes are built using DAML-S descriptions. This is described in more detail below. 

 

4.3.2.1 Exchange Certificate Process  

The Exchange_Certificate security process is defined as a subclass of an atomic process that cannot be 

decomposed any further. It includes two communication streams: one is a certificate_in that is a sub 

property of input stream1, and certificate_Out that is a sub property of output stream. Both these 

properties have a parameter of Certificate type. It also includes a property of a Policy concept, which 

describes the constraints related to this process (Section 4.3.3). Figure 19 defines the process: 

 
Figure 19. Exchange Certificate Process 

 

4.3.2.2 Send Encrypted Session Key Process  

The second security sub-process is the Send_En_SessionKey that is also a subclass of an atomic process. 

This process has an output property sessionKey_Out that is encrypted using the Restaurant Service’s 

private key, and a Policy property for specifying security constraints (Section 4.3.3). Figure 20 illustrates 

the process: 

 
Figure 20. Send Encrypted Session Key Process 

                                                 
1 Input and output property are defined in DAML-S specification 
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4.3.2.3 Request Payment and Order Information Dual Signature Process  

This process is a subClassOf ‘Atomic Process,’ it has three input properties and a policy property: 

• enpayment_In: This property has an input parameter, Encrypted_Payment that is the cipher text 

of the payment information 

• enorder_In: This property has an input parameter, Encrypted_Order, that is the cipher text of 

the order information 

• DS_In: This property has an input parameter Book_DualSignature that is generated by using 

payment information and order information based on the logic relationship defined in Figure 21. 

• Policy: This property specifies the security constrains of the Request PODS Process (Section 

4.3.3). 

 

Figure 21. Request PODS Process 

 

4.3.3 Policy Representation 

The restaurant service has a number of security processes as defined in Section 4.3.2. The invocation of 

these processes adheres to service condition rules or policies defined in the V-SAT Policy Specification 

Language [6]. This logic based description language is based on KIF [78] and can be easily assimilated into 

other knowledge representation connotations to support diversity. Security processes have input and 

output parameters based on the security instances defined in the security profile.  

  Input parameters have security policies that enable the customisation of rule execution according to 

their specific security process instance data. The mapping between security policies, processes and 
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instances is based on the security and service ontologies. The input and output data policies are derived 

from service description ‘Conditions,’ and the condition is specified as an ‘Agent Condition’ a string 

representing the rules and preferences of the security instance. When an agent interacts with the service, it 

traverses the service description to deliberate about the security instances and policies. A reasoner is 

executed against the security profile into a knowledgebase repository (Section 4.5.3.1). Figure 22 shows a 

sample specification of policies associated with input parameters related to the processes in Section 4.3.2 

and Figure 16.  

Exchange Certificate Process Policy: 
(forall (?c (Certificate ?c)) (?v (Validity ?v)) (?a (SignatureMethod ?a)) 

(and (X509CertificateValue X509Certificate ?c)  
                      (< ?v todayDate)  
                      (or (Algorithm ?a RSA-SHA1) (Algorithm ?a DSA-SHA1))  

) 
) 
 
Send Encrypted Session Key Process Policy: 
(forall (?x (EncryptionMethod ?x))  

(or (Algorithm ?x RSA-1_5)  
      (Algorithm ?x AES-128-CBC) 
) 

) 
 
Request Payment and Order Information Dual Signature Process Policy: 
(forall (?x (PaymentMD ?x)) (?y (OrderMD ?y)) 

(or (and (Algorithm ?x HMAC-SHA1) (Algorithm ?y HMAC-SHA1))  
      (and (Algorithm ?x RSA-SHA1) (Algorithm ?y RSA-SHA1))  
      (and (Algorithm ?x DSA-SHA1) (Algorithm ?y DSA-SHA1))  
) 

) 
Figure 22. Security Policies of the Restaurant Service 

 

4.4 Communication Design 

The communication design is a multi-agent environment between a client agent and service providers. A 

directory facilitator acts as a repository for which agents advertise their services along with workflow 

descriptions. It is assumed that services are identified and selected based on information defined in 

directories. 
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4.4.1 Interleaving Security in the Restaurant Service Interaction Model 

 
Figure 23. Services Interaction 

  The client gets services’ process descriptions from a directory. Based on this, the interaction process 

is established between the client agent and the specified service provider. In essence, different services will 

establish different interactions, which totally depend on the workflow descriptions specified by the 

respective services. Similarly, the restaurant service offers its services by describing workflow processes. A 

client agent traverses this information, analyses each sequence and reacts accordingly. The client agent 

also takes into account its personal policies and capabilities to best match the requirements of the service 

without violating any security concerns. Figure 23 defines the sequence of this interaction as follows: 
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1. The client agent sends its certificate to the service provider.  

2. The provider verifies client’s certificate, in return the client receives the certificate of the service 

provider.  

  The public key exchange process finishes at this stage. Failed verifications are notified to the 

interacting nodes and the interaction is terminated.  

3. Successful verification leads to the client submitting its order information to the service provider.  

4. The client is notified of the availability of order information from the service.  

5. If the order is available, the client agent receives a session key, encrypted by the client’s public key 

6. The client agent generates the encrypted payment information, encrypted order information and 

dual signature and sends this information to the service provider.  

7. The restaurant service forwards the client encrypted payment information, order information 

message digest and dual signature to the payment gateway (bank). 

8. The payment information is verified by payment gateway (bank). 

9. The restaurant service either sends a failure or order confirmation to the client.  

 

  During the interaction between these multiple agents, policies associated with different services, such 

as the ones in Section 4.3.3 for the Restaurant Service is managed by the reasoning model to determine 

the appropriate interoperability configurations amongst multiple services.  

 

4.5 Service System Implementation 

4.5.1 Client Agent 

In the system implementation, it is assumed that the client loads the security and service ontologies, and 

has certified third party certificates to support the application scenario. When the client agent initiates a 

request, it specifies the type of service by searching and matching from the directory service. This is 

followed by an initial communication handshake with the service provider. As a result, a security-based 

service interaction is established, where the sequence and parameters of the interaction is executed 

according to descriptions defined by the service provider. The set-up process and client agent’s process 

workflow are depicted in Figure 24: 
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Figure 24. Client Agent Life Cycle 

  The client lifecycle is dependent on the business process logic tool and reasoning model. The former 

is further discussed in Section 4.5.2 where it determines the workflow execution of services and reactively 

acts according to the description. The latter provides the reasoning capabilities to determine if the 

execution parameters satisfy the requirements of security policies (Section 4.5.3). 

 

4.5.2 Business Process Logic Tool Implementation 

Services specify their related processes and security protocols but client may not be familiar with this 

knowledge and descriptions. The client utilises the business process logic (BPL) tool for understanding 

the workflow choreography of processes described by services. In conjunction, the reasoning model 

promotes the understanding and matching of service requirements to allow client agents to meet input 

parameters needed by the service. The BPL tool supports the execution of service processes and 

protocols at the client side. It provides the computational analysis of service descriptions by traversing, 

enforcing and executing process’ inputs and conditions. As a result, the client agent is able to establish 

communication with a myriad of services by means of adhering service execution rules and security 

requirements.  

  The service description adopts DAML-S definitions. The logic predicates defined in DAML-S are 

easily extracted using the BPL tool. To iterate this kind of logic deduction based on the relationship, the 

tool can obtain the resource and structure of service processes as shown in Figure 25.  

  The inseparable unit of a process is an atomic process. Therefore, the tool initially determines the 

resource type of the process and breaks it down into sequential processes if necessary. If the sequence is a 
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subclass of a composite process, the tool decomposes the process into smaller units and repeats this 

operation until the unit is an atomic process. Subsequently, the tool enumerates all properties supported 

by the atomic process. Finally, it checks the property type and deals with the parameters individually by 

meeting the property restrictions. Security policies associated with processes are dealt in combination with 

the BPL tool; it is matched with user policies and requirements before triggering execution using the BPL 

tool.  

 
Figure 25. Process Logic Reasoning 

 

4.5.3 Policy Reasoning 

In service driven environments, security processes have inputs and instances associated with policies that 

govern the operational security constraints. The policies better promote a more finely grained 

specification of rules that can support multiple combinations of detailed system requirements using logical 

operators. As a result, policies not only provide a flexible security process requirement specification, but 

also support adaptable and reconfigurable security rule selection using reasoning systems [118]. Although 

the reasoning of policies can better promote decision making in support of security interoperability, it is 

still impeded by a lack of policy enforceability that gives no guarantee that users or services are behaving 
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appropriately. Enforcement of policies is managed by two components: the business process logic (BPL) 

tool provides semantic verification of concepts necessary to the security process input, and a Security API 

that provides the invocation of suitable security mechanisms such as authentication and confidentiality in 

the operational model. 

  Ontologies describe the structural and functional concepts of services, and facilitate information 

exchange between services. The use of ontologies supports the consensual understanding of services 

through knowledge sharing by means of a common ontology. The restaurant service in this respect, 

defines ‘Dual Signature’ concepts based on the common security ontology, example in Figure 18. The 

system is able to recognise complex ontologies based on its comprehension of a common knowledge, 

which means that it is able to perform a relational deduction of concepts related to a request and finally 

process the information based on the common ontology. 

  The system represents a service provider requesting for a dual signature, and the client agent 

processes the request by initially understanding the service and security ontologies. Subsequently it maps 

properties derived from the service processes to concrete functions or algorithms. Based on this, the 

system compares the Payment and Order Information to concepts of the XML Signature Specification to 

derive Message Digests, and forms the concatenation of a Dual Signature. Figure 26 shows how concepts 

of a Dual Signature are reasoned using JTP (Java Theorem Prover) [73] by a client, and the understanding 

of ontological bindings when invoking a service. Whilst JTP provides the querying of ontological 

bindings, the Security API provides the verification of the Message Digests.  

(and  
 (|http://www.daml.org/2001/03/daml+oil#|::|interSectionOf|      
                |http://agents.elec.qmul.ac.uk/DS#|::|DualSignature| ?x)  
 (|http://www.daml.org/2001/03/daml+oil#|::rest ?x ?y) 
 (|http://www.daml.org/2001/03/daml+oil#|::rest ?y ?z) 
 (|http://www.daml.org/2001/03/daml+oil#|::first ?x ?a) 
 (|http://www.daml.org/2001/03/daml+oil#|::first ?y ?b)  
 (|http://www.w3.org/2000/01/rdf-schema#|::range ?d ?a) 
 (|http://www.daml.org/2001/03/daml+oil#|::|onProperty| ?e ?d) 
 (|http://www.w3.org/2000/01/rdfschema#|::|subClassOf| ?f ?e) 
 (|http://www.w3.org/2000/01/rdf-schema#|::range ?g ?b) 
 (|http://www.daml.org/2001/03/daml+oil#|::|onProperty| ?h ?d) 
 (|http://www.w3.org/2000/01/rdf-schema#|::|subClassOf| ?i ?e) 
) 
 
Query succeeded. 
 
Bindings 1: 
   ?x = |Anon_1095344527494_9| 
   ?y = |Anon_1095344527494_0| 
   ?z = |http://www.daml.org/2001/03/daml+oil#|::nil 
   ?a = |http://agents.elec.qmul.ac.uk/DS#|::|OrderMD| 
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   ?b = |http://agents.elec.qmul.ac.uk/DS #|::|PaymentMD| 
   ?d = |http://agents.elec.qmul.ac.uk/DS #|::|hasOrderMD| 
   ?e = |Anon_1095344527494_27| 
   ?f  = |http://agents.elec.qmul.ac.uk/DS #|::|OrderInfo| 
   ?g = |http://agents.elec.qmul.ac.uk/DS#|::|hasPaymentMD| 
   ?h = |Anon_1095344527494_28| 
   ?i  = |http://agents.elec.qmul.ac.uk/DS#|::|PaymentInfo| 
 

Figure 26. Ontology Logic Reasoning 

  Further to this, the reification of the reasoning model for security profiles and policies in this section 

accounts for an explicit description of the abstract model. The model refers to five core processes 

(Section 3.7) related to the reasoning model, and a reification of these processes in accordance with the 

scenario in Figure 15 that describes the application of reasoning rules. Figure 27 shows a summary of the 

reasoning process and it is further defined in the following sections.  

 
Figure 27. Schematics of Reasoning Model 

 

4.5.3.1 Classification and Validation Processes 

The security ontology comprising the common knowledge base (KB) is loaded as sub-processes with 

associated checkpoints (partitions) into the KB. Thus the KB is partitioned to enable the system to 

dynamically load or reinstate previous facts in the KB on runtime. This is important for handling multiple 

security profiles, and to ensure its integrity and consistency when importing new facts and to be able to 
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revert back to previous facts using checkpoints (Section 4.5.3.3). The security profiles belonging to the 

bank and other services are systematically loaded as part of the KB by the COA. Subsequently, the 

profiles and environment conditions undergo the validation process based upon different types of generic 

security policies and domain specific service policies.  

  General Security and Service Policies include common deterrence rules for safeguarding assets but 

also include threat detection and counter-measures. These rules are specified dependent upon individual 

domains, and it reflects the common configurations of domains or services. Thus these policies include 

Temporal and Spatial policies, Safeguard-Threat Policies, and Decision Making Policies. The first two of three 

policies are reasoned based on information published by the domain. Temporal and Spatial policies determine 

if the environment is trusted. Subsequently, Safeguard-Threat policies reason about documented faults to 

inform users of previous threat behaviours, and suggest safeguards needed to protect against threats.  

  Temporal and Spatial policies relate to environment conditions. Inputs are received through the 

monitoring of spatial and temporal events. In a domain environment such as the bank service (Figure 15), 

all processes are constantly kept secured. On the other hand, chains of ‘Hyaat’ hotels can interact with 

entities from within the same domain as a trusted environment from 0900hrs to 1700hrs, but not at other 

times (Table 8). According to two environment parameters such as time and location, the following policy 

instance is defined: 

(forall (?t (Time ?t)) (?l (Location ?l)) (?d (Domain ?d)) 
 (=> 

(and (< ?t 9) (>= ?t 17) (Domain HyaatDomain) (Location Internal)) 
        (Trusted ?d) 
 ) 
) 

Before 0900 and after 1659 and in a “HyaatDomain” and Location is "Internal" implies that 

"HyaatDomain" is trusted. 

 
Table 8. Example of spatial and temporal conditions for capturing associated threats and safeguards 

Spatial and Temporal Conditions Threats Safeguards 

Bank Service: Location = Internal/External, Time = Any Eavesdropping, Repudiation, 
Masquerade 

Authentication, 
Confidentiality, Integrity 

Hyaat Hotel: Location = Internal, Time = 0900hrs – 
1700hrs 

Nil Nil 

Hyaat Hotel: Location = Internal, Time = 1700hrs – 
0900hrs 

Repudiation and Masquerade Authentication, Integrity 

  Subsequently, Safeguard-Threat Policies specify which type of safeguard is needed to protect against 

certain threats (Table 8). Safeguards are derived by reasoning using a semantic data model that interlinks 
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different errors triggered by faults that lead to failures [9]. It is assumed that the past faults are 

documented and the decision on the type of safeguards is determined by rules associated with fault 

behaviours. Subsequently, a risk management model can be applied to evaluate the probability of 

occurrence of faults and to decide if a threat change necessitates a different safeguard configuration. This 

helps in improving the awareness of possible threats, and the implementation of suitable safeguards 

within the domain. An example of a Safeguard-Threat policy rule: 

 (=>  (forall (?x (Action ?x)) (?y (ErrorOccurrence ?y)) (?z (Fault ?z)) 
  (=> 
  (and (type ?x Payment) (> ?y threshold) (type ?z Intentional)) 
  (exists (?f (Failure ?f)) (causes ?z ?f)) 
  ) 
 ) 
 (and (Safeguard Integrity) (Safeguard Authentication) (Safeguard Encryption)) 
) 
For all x of type “Payment,” y more than error threshold, and z of type “Intentional,” it implies there exists f (failure) 
where z causes f, and this implies that Safeguards integrity, authentication and encryption are needed  

 

  Service Policies are the service requirement policies. These policies define the detailed constraints of 

service instances. For example if more than one protocol is supported, the policies provide services with 

the configurability to specify precise requirements (Table 9).  Policies can also define alternate constraints 

to provide better configurability and heterogeneity. The service security profile is asserted into the 

knowledgebase where the reasoner is applied to decide if service requirements match user requirements. 

The traversal of service descriptions is done using the BPL tool, where inputs and pre-condition policy 

rules are reasoned to see if a user's security instances satisfy a service's security requirements. In the 

following, an example rule describes the interlinking of a Dual Signature's message digests with a number 

of alternate algorithms.  

 (forall (?x (PaymentMD ?x)) (?y (OrderMD ?y)) 
 (=>  

(or (and (Algorithm ?x HMAC-SHA1) (Algorithm ?y HMAC-SHA1))  
      (and (Algorithm ?x RSA-SHA1) (Algorithm ?y RSA-SHA1))  
      (and (Algorithm ?x DSA-SHA1) (Algorithm ?y DSA-SHA1))  
) 

  (Match ?x ?y) 
 ) 
) 
For all x and y of Payment MD and OrderMD can either use the algorithm HMAC-SHA1, RSA-SHA1 or DSA-
SHA1, and this implies x and y match.  
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Table 9. Example of COA instances, services’ instances & policies with reasoning results 

COA Security Instances Service Security Instances Service Security Policies Result 

Bank Credentials: 
X509 (RSA-SHA1) 
Bank Protocols:  
SSL, SET 

… (or (Algorithm ?c  rsa-
sha1) (Algorithm ?c dsa-
sha1) ) … 

Exact Match 

Hyaat Credentials: 
X509 (DSA-SHA1), Issuer Name 
(VeriSign), PGP 
Hyaat Protocols: 
SSL, SET 

… (and (or (Algorithm ?c  
dsa-sha1) (Algorithm ?c rsa-
sha1) ) (= IssuerName 
VeriSign) )  … 

Resolution 
Match 

Actions: 
Confidentiality, 
Authentication, Integrity 
Credentials: 
X509 (RSA-SHA1), X509 
(DSA-SHA1), Issuer Name 
(VeriSign), PGP, SPKI 
Protocols: 
FIPA MTP Security Object 1, 
FIPA MTP Security Object 2, 
SSL 

Convention Hall Credentials: 
SPKI, PGP 
Convention Hall Protocols: 
SET, FIPA MTP Security Object 1 

… (and (Protocol ?p  
urn:FIPASecurityObject1) 
(Protocol ?p SET) ) … 

Mismatch 

 

  Table 9 defines the COA and services’ security instances in preceding order as they are listed. Service 

policies govern the utilisation or preference of instances to meet different requirements. The reasoning 

model derives three types of results (exact match, resolution match, or mismatch) by utilising instances and 

policies to determine their compatibility. If a mismatch is discovered in the first instance, the model 

attempts to resolve the problem to derive a resolution match or a final mismatch result.  

  Consequently, Decision Making Policies deduce decisions from the general security and service policies. 

Derived decisions are based on reasoning atomic attributes (constraints) supported by both the service 

provider and COA. If the instances do not match atomically, the policy negotiation method will be fired 

(see next section) to attempt a resolution between conflicting policy constraints. “Match” refers to the 

matching of policy constraints defined by service security instances to the user security requirements 

(Table 9).   

 

4.5.3.2 Policy Conflict Resolution 

Policy conflicts can occur when security requirements of different parties and domains do not share 

similar constraints (restriction condition of a given instance – in bold below). As a result, policy resolution 

methods can resolve most conflicts appearing in these scenarios. The following describes an example 

from Table 9 of two policies defining the Algorithm and Protocol instances. These instances are termed 

and prioritised as Policy1 and Policy2. The following is a resolution example: 
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Policy1: (exists (?a (Algorithm ?a)) (or (= ?a RSA-SHA1) (= ?a DSA-SHA1)) 
Policy2: (exists (?p (Protocol ?p)) (or (= ?p SET) (= ?p SSL)) 
Their priorities are decided as, constraint_1 > constraint_2 > constraint_n. 
  The resolution process holds a number of policy and constraints and subsequently deduces if each 

constraint of the Service Profile matches with the User Instances. Hence, the policies are validated with 

the instance’s constraint of the service. If they do not match, the resolution method will handle the 

subsequent policy until a final resolution is achieved based on the priorities (n-arity).  

 

4.5.3.3 Adaptation and Reporting Processes 

The adaptation process allows the KB to manage the facts and rules loaded into the system in terms of 

sets and to define states called check-points before each set is loaded. Defining such checkpoints within 

the KB permits the system to revert back to previous states. It is also easy to unload unused profiles and 

load new profiles - without checkpoint control there might be a need to unload and reload the entire KB. 

This provides better management of resources and improves performance (Section 4.6.4). Consequently, 

the reporting process computes these results (Table 9) to derive a rational decision for either the user or 

system to instantiate the operational model. Similarly like an expert system, the exact match or resolution 

match result provides an output indicating what operational decisions should be executed by the system to 

bridge the security interoperability gap (Table 10). 

Table 10. Example of results defining actions and instances invoked by the operational model 

Results Actions Instances 

Exact Match Authentication (Credential Exchange) Credentials: X509 (RSA-SHA1)                                     
Protocols: SSL 

Resolution Match Confidentiality (Encrypting Personal 
Details) 

Credentials: X509 (DSA-SHA1)                                 

 

4.6 Evaluation Results 

In this section, the system is evaluated in terms of interaction and computation, reasoning extensibility, 

service process extensibility, and performance. The evaluation adopts a variant of the ontology description 

and process workflow to determine the computation when faced by re-configurability and the 

interoperability of the system. In addition, screen shots of service interaction and a performance graph of 

the reasoning model are also presented. Evaluation results of the client agent’s interaction are defined 

using the notations listed in Table 11. 
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Table 11. Notation 

 KA        Public Key of principal A 

1
AK −        Private Key of principal A 

 SAB       Session Key of principal A and B 

 KA(x)      A string x encrypted with the public key of A 

 (x)H       A generated message digest (hash) of string x 

 {x, y, z}    A message containing three strings x, y, and z 

 {x}A       A message signed by A 

 

4.6.1 Interaction and Computation Result 

The system is evaluated based on the security ontology designed in Section 4.3. The restaurant service 

agent is assumed to have order information that includes concepts such as the number of guests, date of 

visit, order number, and smoking preference. As part of the order information, the payment information 

includes concepts such as card number, the card type, and the expiry date.  

  In using the ontology, the security functions are reasoned at a conceptual level. Properties related to 

concepts are generated as request to users or client agents. Information pertaining to this is supplied based 

on the requirements and associated conditions. In the following, a client agent reaches the process of 

verifying the availability of the restaurant service based on an earlier request. This step requires the user to 

supply payment information to complete the booking of the transaction. Based on service descriptions 

defined by the service, the BPL tool can generate forms or requests to a user or client agent to supply the 

required information. Figure 28 presents a form generated based on inputs required by the service 

description.  

 
Figure 28. Result of the Payment Information Form 

  The interaction diagram in Figure 29 depicts the client agent correctly finishing the predefined service 

and security process by analysing a service’s process description dynamically. 



 

93 

 
Figure 29. Interaction Process Result 

1. Certificate Parameter 
 Client A contacts service B and exchanges its certificate CA. 
 A → B  : CA 
 
2. Order Information Parameter 
 Client A generates the order information OA based on the ontology and service description of  
 service B. 
   A        :    OA = {Guest, Date, Order No, Preference} 
 
3. Payment Information Parameter 
 Client A generates the payment information PA based on the ontology and service description of  
 service B. 
     A        :   PA = {Credit Card No, Expiry Date, Card Type} 
 
4. Encrypted Order Parameter 
 Client A generates the encrypted order information EOA by signing OA with 1

AK −  and encrypting it with  
 KB. It later notifies B using an agreed Session Key SAB, and EOA is forwarded to Bank C to verify the  
 integrity of the dual signature. 
  A → B     :    EOA = SAB[KB[{Guest, Date, Order No, Preference}A]] 
 
5. Encrypted Payment Parameter 
 Client A generates the encrypted payment information EPA by signing PA with 1

AK −  and encrypting 
 with KC. It later notifies B using an agreed Session Key SAB so that B can verify the integrity of the dual 
 signature and EPA is forwarded to C to complete the payment process.  
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 A → B  :  EPA = SAB[KC[{Credit Card No, Expiry Date, Card Type}A]] 
 
6. Dual Signature Parameter 
 Client A generates the payment and order information dual signature DSA by signing a message digest  
 derived from an information of concatenated message digests of the encrypted payment information  
 (KC(PA))H and encrypted order information (KB(OA))H with 1

AK − . It later notifies B using an agreed  
 Session Key SAB, and B forwards it to C so that B and C can verify the integrity of DSA to complete the  
 order and payment process.  
  A → B     :     DSA = SAB[(((KC(PA))H + (KB(OA))H)H)A] 
 

Figure 30. Parameter Results of Client Agent 

  Based on Figure 30, these results suggest that the client agent can correctly generate and send 

information according to the ontology value required by the service’s security processes. It is also worth 

noting that the client agent can interact with varying services and react upon those concepts and protocols 

without encoding specific knowledge. In the following two sections, the flexibility of the system is 

evaluated to present the dynamism of the tool when new concepts and workflow adjustments are made to 

the service. 

 

4.6.2 Ontology Extensibility 

In this section, part of the existing service ontology is changed by appending a new concept “Location” as 

part of the Restaurant Service in Figure 31. Concurrently, adjustments to the encrypted Order 

information are changed from using Session Keys to RSA Keys.  

 
Figure 31. Order Information Structure 
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  The following Figure 32 depicts the newly added ‘Location’ concept within the ‘Order Information,’ 

and the client agent recognises the appended service description and updates the form. 

 
Figure 32. Result of Order information Form in Modified Ontology 

  The evaluation of the system defines that changes made to the ontology and service descriptions are 

well supported by the tool. New requirements are computed and triggered based on these adjustments.  

The following Figure 33 also shows that RSA Keys are invoked without session keys according to changes 

made to the service descriptions. Therefore, it can be asserted that the client agent can recognise changing 

descriptions from a combination of concepts based on the logic relationship of ontologies. 

Encrypted Order Parameter with ‘Location’ Concept 
Client A generates the encrypted order information EOA by signing order information OA with 1

AK −  and 
encrypting with KB. It detects a new concept added to the service ontology and updates the new information 
before notifying B with a revised OA. 
  A → B    :    EOA = KB[{Guest, Date, Order No, Preference, Location}A] 
 

Figure 33. Parameter Result of Client Agent in Modified Ontology 

 

4.6.3 Service Process Extensibility 

The BPL tool is capable of adapting to changes made to process sequence and parameters dynamically. 

This allows a client agent to recognise and respond to changes during an execution of the service model 

or description. In Figure 34, it exemplifies changes made to the sequence of the Verify_Availability and 

Send_En_SessionKey processes. This modification defines the order sequence of the 

Send_En_SessionKey process to be executed before Verify_Availability. The client receives the encrypted 

session key at step 5, before it sends the order information to the evaluation agent. The message 

sequencing can be compared to the interaction diagram in Figure 23. 
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Figure 34. Sequence Result in modified process 

  In this observation, the client agent receives an encrypted session key before it sends its order 

information to the evaluation agent. The parameters sent by the client agent in Figure 34 asserts that 

changes in the workflow such as adding or rearranging processes of the service can be easily dealt by the 

client, hence adapting to changes in an open environment.  

 

4.6.4 Performance 

An evaluation of the performance relating to the reasoning model developed using JTP and its ontologies 

and profiles written using DAML+OIL has been performed. The policy language is based on KIF 

(Knowledge Interchange Format). The system is loosely coupled and can be easily instantiated with 

existing semantic based technologies such as web or agent services. The model can be bootstrapped either 

by a GUI or simply instantiating Java method calls to the reasoning engine into existing applications, 

where ontology and profiles are loaded through URN(s). Some key problems for practical reasoning 

models are their performance and scalability for MAMD environments. The performance of loading facts 

and rules into the JTP is given in Figure 35. 

  The performance of the reasoning system was tested and it approximately takes around 36 seconds to 

completely establish its required Knowledgebase (KB) on a 1.5 GHz Pentium 4 notebook computer with 
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256MB of memory. The reasoning time is almost negligible but the computation complexity of loading 

facts and policies can be significant. The core ontology can be loaded in 20 seconds for around 70 facts 

and 60 seconds for around 250 facts. This is largely dependent on the size of the ontology. Therefore, the 

reasoner is partitioned into various checkpoints where knowledge are loaded at different intervals. Hence 

increasing the system’s performance where it can load or unload knowledge dynamically. In Figure 35, the 

4 types of services are grouped into two composite services ‘hotel and venue services’ and ‘bank and 

restaurant services.’ N.B. The Hotel and Venue service do not need to load the knowledge for check-

point 1 if the bank and ticket service has already loaded their KB. JTP developers are currently working 

on performance improvements, which may affect these results. Consequently, the computation time for 

handling multi systems and profiles is feasible based on this observation.  

 
Checkpoints: 1 = Security Ontology, 2 = General Policies, 
3 = User Profiles, 4 = Service Profiles, 5 = Misc. Profiles 

Figure 35. Performance of loading facts and rules into JTP 

 

4.7 Summary 

Security problems arising from open systems can be difficult to manage and support. There exist 

numerous security requirements specifications that can result in end-to-end security interoperability 

problems. Resolving this problem requires the use of systems that are able to dynamically validate security 

requirements. A policy based reasoning model is developed to address this problem in which systems can 

be controlled at a meta-level without changing their underlying implementation.  

  The evaluation has shown that the separation of domain knowledge (ontology) and control 

knowledge (security profiles) is particularly useful for supporting dynamic security reconfiguration. The 

model allows security configurations (profiles) that rely on a common domain knowledge (ontology) be 
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managed in a distributed manner. In particular, policies facilitate the reconfiguration of security 

requirements dynamically without affecting the underlying knowledge implementation shared by different 

services. In addition, a business process logic (BPL) tool is developed, it provides semantic verification of 

concepts necessary to the security process input. On the other hand, an API provides the invocation of 

security mechanisms such as authentication and confidentiality in the operational model. 

  The next chapter will show the evaluation of a domain within an open environment. The application 

uses computational methods to evaluate and expose Byzantine services. This promotes self-healing and 

self-protecting features in Semantic Web based application domains.   
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C h a p t e r  5  

 APPLICATION 2:                                                    
EXPOSING BYZANTINE SERVICES IN                                 

SELF-HEALING SEMANTIC WEB 

5 Application 2: Exposing Byzantine Services in Self-Healing 

Semantic Web 

5.1 Introduction 

Open service environments such as the Internet provide users with an increased flexibility to select 

services, it lower the barrier of entry for new providers to offer services and it supports a more dynamic 

and adaptive business environment for the different stakeholders such as providers, users and service 

mediators. These environments introduce two key challenges: interoperability and operational 

management. Given that such an environment is naturally open and dynamic, providers and users need to 

discover and understand each other’s capabilities and preferences and users need to be able to invoke 

providers on-the-fly. Interoperability amongst the various open system actors can be greatly aided by 

exchanging metadata between them, such as sharing semantic type metadata as that expounded by the 

Semantic Web in order to support a common understanding between them. However, the current 

generation of Semantic Web applications are still in their infancy, and are limited by several engineering 

problems such as the complexity of resolving numerous computation and linguistic problems arising from 

different contextual meanings and the use of fragile semantic message processing that may cause fatal 

exceptions when incorrect or non-resolvable semantic terms are set. In addition, there is the inability to 

deal with fragmented semantic views and the impedance mismatch of semantic actions triggering and 

possibly returning non-semantic system infrastructure events, e.g., semantic data exchange is limited by a 

firewall. The dawn of the incorporation of intelligence for reasoning about semantics sharply increases the 

complexity within the application layer. 

  The operational management of open service environments requires that it both supports any desired 

dynamic configurations and service operations yet restricts any undesired configuration and operation. An 

important technique for dynamic system management is policy-based management - this defines 

management rules or policies that are activated when service events occur such as authorised or 

unauthorised resource access.  
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  Semantic metadata exchange can provide input to aid the management processes. Policy-based 

management, including security management, is complex requiring subjects such as the different 

stakeholders, actions, targets such as resources, processes and constraints such as the state of the 

environment and policy conditions to be interlinked.  

  According to Ganek and Corbi (2003) [57], “there is not a change in Moore’s law that would slow 

development as the main obstacle to further progress in the information technology (IT) industry. Rather, 

it is the IT industry’s exploitation of the technologies in accordance with Moore’s law that has led to the 

verge of a complexity crisis.” There are various proposals to alleviate this increased application complexity 

to support dynamic system operation and interoperability including: awareness of others’ expertise; the 

use of personal assistants or brokers that users can delegate high-level goals to and the use of autonomic 

computing environments that can support self-management.  

  In this chapter, the challenges and motivation related to resolving Byzantine nodes in open service 

environments are presented in Section 5.2. The problem is based on services interoperating using the 

framework discussed in Chapter 3. Random Byzantine nodes exhibiting faulty benevolent, malicious, and 

colluding behaviours are populated into the environment. A self-healing process is presented in Section 

5.3.1, and applied to detecting and revoking Byzantine services from a domain. This is achieved using a 

distributive and collective evaluation of services as well as behavioural pattern analysis. Subsequently in 

Section 5.4, simulation results are presented and an evaluation of self-protecting environments, are 

discussed.   

 

5.2 Motivation for Self-healing Semantic Web 

Open services introduce new concerns regarding safety and security. There are specific concerns 

associated with the semantic metadata exchange such as unintentional semantic leakage, the reflection by 

one party of the semantic capabilities of another in order to exploit semantic weaknesses, and the 

presence of semantic and syntactic errors that cause failures in the message handling. There are also 

concerns with how safely and securely policy-based management approaches can dynamically protect 

open services. Malicious entities can seek to act individually or collaboratively to modify subjects, actions, 

targets and constraints in order to disrupt services.   

  There are also concerns with identity management and accountability within open systems. It may be 

difficult to assign an accountable identity or address to the perpetrator of a malicious action within an 

open service environment, as the identity and address can be easily masked or spoofed. For example, 

machines that sit behind firewalls can use Network Address Translation to present machines on the inside 
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of the firewall as a single machine to the outside machines. Hence, there may be no mechanisms for 

distinguishing multiple machines with one address each from a single machine with many addresses. Some 

other problems refer to representing a node as an IP address and having multiple identities. This 

represents a significant weakness in authentication services as unauditable IDs and addresses may be 

bound to authentication tokens thereby restricting the usefulness of the tokens. To prevent spoofing of 

outgoing messages, each node applies a digital signature appended to each outgoing message. Some of 

these systems use security type challenge methods to detect if bad nodes are able to deliver requests from 

honest agents [8], and credential based authentication challenges for detecting and classifying trusted 

members from un-trusted ones [101]. Therefore, this brings forth a fresh type of problem whereby 

malicious intent can no longer be bound to an accountable identity or address and where varying 

contextual meanings can represent hidden malevolent agendas (Figure 36).   

 
Figure 36. Byzantine Processes not Agreeable using Nodes and Identities 

  Open services need to be robust enough to avoid damage due to unexpected internal events or bugs 

in non-critical parts of their architecture and they should be robust enough to resist potentially harmful 

effects due to the malicious behaviour of insiders and outsiders. The term Byzantine agreement, used to 

describe open distributed system services, has its origin from the Byzantine Generals problem [79], the 

objective is for non-faulty processes to agree on a value, in spite of the presence of a small number of 

“Byzantine” types of completely arbitrary faults, even possibly malicious behaviour. It can be however, 

difficult to differentiate between unsafe and insecure services if there is no access to internal state 

information. 
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  The complexity of semantics (representations of entities and relationships between them) and 

meaning (context of use of their representation) can make it difficult to identify the nature and source of 

threats that cause disruptions to services particularly in multi domain environments, where different 

systems and applications interoperate to achieve various business goals. Each stake-holder in the service 

may be supported by various security implementations to protect itself against malicious threats. Services 

may make true or false assumptions about the degree of security available in the infrastructure in order to 

achieve atomic or coordinated service goals. Byzantine adversaries may act individually by running 

unauthorised security processes to attempt to impersonate and discredit honest services, and they may act 

collaboratively to undermine and even overpopulate the honest majority of processes. It can be difficult 

for honest services to identify when a Byzantine service is behaving maliciously in an open service 

environment such as by not offering security when it is obvious to do so, by the open sharing of sensitive 

data and by the use of inconclusive contracts that may lead to repudiation. 

  Given this background, the main contribution of this chapter is to propose a novel method for 

managing possible Byzantine behaviour that can disrupt open environment services by using a 

combination of a semantic framework to represent services and their interlinked security processes to 

support interoperability. The use of a policy-based model is used to control and govern the operational 

behavioural aspects of services as well as the use of Byzantine agreements based upon policies and 

reasoning mechanisms between honest service providers to help detect and filter out Byzantine services.  

  Consider an open distributed environment where collections of systems are represented as different 

taxonomy of domains, for e.g. Restaurants and Hotels. Some parties trust one another and some do not, 

but each believes that honest parties are in a majority and that there exists some type of authority or 

institution to help govern the domain. A trusted third domain administrator is used to manage some 

aspects of admission and support consensual decisions on behalf of agents operating in the domain 

(Figure 37). Traditionally, the verification of authenticated peers possessing private keys corresponding to 

the public keys is used to bootstrap a newcomer’s status as being honest and capable. This concept of 

identity is very general and insufficient especially in rich semantic environments that may span individuals 

and organisations. In contrast, the methods used in this thesis audit both integral and non-integral peers in 

the domain to determine if any un-conforming security practises are used that may lead to malicious 

threats.  
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Figure 37. Byzantine Services Scenario and Assumptions 

  Services rely on domains to advertise and share their service descriptions with other peers. It is 

assumed that services are admitted into the domain by other means of authentication such as digital 

signatures. Administrators are able to determine the authenticity of services, but unable to decide if there 

is any malicious intent on the part of these systems. Successful authentication permits a service to 

advertise, and utilise communication services of the domain platform in a restricted manner. Additionally, 

when frequently communicating parties request admission into each others trusted groups, they are 

mutually trusting. Services that are reportedly known to be malicious are deleted from trusted or 

probationary groups, and added to an un-trusted list such as a revocation list. Honest services would 

normally not communicate with un-trusted services, because this implies a greater risk of malicious 

behaviour. An honest service can keep track of un-trusted peers based on authentication and service 

process to policy verification. This is not a conclusive method to claim if an agent is malicious, not 

without instantiating a Byzantine agreement and behavioural pattern analysis. Consensus on determining 

Byzantine service is only made by the domain authority to avoid unjustified or poorly defined claims. 

 

5.3 Methodology  

In the Byzantine problem, a conference organising scenario such as the one in Chapter 4 depicts user 

agents interacting in the environment to discover services such as banks, restaurants and venues through 

directories, and discern the security choreography and profile. Through the profile description and 
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policies governing these security instances, the agent reasons about profiles using the holistic security 

ontology, hence capturing and understanding the concepts and processes needed to support 

interoperability between disparate services. 

  The evaluation also determines if service policies support user preference policies during requests for 

user private information such as credit card details (Table 12). These user preference policies (see Figure 

38) are analysed to ascertain if suitable security measures are in place when dealing with sensitive user 

information.  

Table 12. User assets that are protected by policies 

User Assets Description 
Demographics Certificate, Birth date, Name, Title, Gender 
Payment  Credit card number, Security code, Expiry date 
Identification Pseudo Identities, Unique Identity 
Physical Data Postal address, Telecommunication information (Mobile, Fax, Pager, etc) 

  Figure 38 depicts a user preference policy explicitly specifying the safeguards and algorithms required 

by the user when handling credit card details. As part of the reasoning process, the compatibility between 

services and user agents is compared in order to achieve interoperation and to detect potential threats 

within open services’ processes.  When faults are identified, these nodes are flagged and a Byzantine 

agreement is instantiated (Section 5.4.1). 

<policy rdf:range=”xsd:String”> 
      (forall (?cc (CreditCard ?cc)) (and (and ?cc  confidentiality) (and ?cc  integrity)  (or (and ?cc xmlenc#rsa-1_5)  
      (and ?cc xmlenc#tripledes-cbc) (and ?cc xmlenc#aes128-cbc) (and ?cc xmlenc#aes256-cbc) (and ?cc xmlenc#aes192-

cbc)))) 
</policy> 
Figure 38. Credit Card Policy Demanding Confidentiality  

  It is also worth noting that reasoning about user preference policies such as Figure 38 does not 

unfairly dismiss the credibility of a service if it does not specifically meet user policy requirements. Instead 

it is reasoned at a higher level to determine if the service process advocates any security, for example 

‘confidentiality’ and ‘integrity’ of credit card details, and not at a lower level such as supported algorithms. 

A fair dismissal is only made when a service does not implement any encryption of sensitive information, 

but not when it supports lesser security algorithms or mechanisms. Low ratings leading to the dismissal of 

services do not completely prune services from the system, instead a quarantine such as a revocation list is 

placed on these services. Quarantined services are reintegrated into the domain and monitored for fault 

reoccurrence. If it exceeds the threshold, services are permanently removed from domains. This provides 

a separation between faulty benevolent and malicious services.  
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  As part of the security framework, a risk management model advocates the identification, analysis, 

evaluation and recommendation of the V-SAT model by gathering inputs from security logs or Byzantine 

detection, and using statistical correlation methods to assess the criticality and probability of threats. This 

leads to a rational recommendation of representing security profiles for a given service from threat 

occurrences identified using Byzantine agreements (see Section 5.4.2). 

  Based on the above description, the profile driven framework sets the environment for representing 

and exchanging semantically rich knowledge that represent the overall aspects of services. Security 

profiles, policies, ontologies, and service descriptions provide the means for services to understand and 

provide meaningful intelligible information viewpoints of different systems. In return, this allows a 

reasoner to analyse and detect malicious activities using Byzantine agreements and behavioural shift 

evaluations. In the following sections, the aspects of detecting Byzantine services in the Semantic Web are 

discussed: 

 

5.3.1 Self-Healing Process  

Entities within the environment implement authentication and service invocation protocols against other 

entities and the domain controller. The domain is controlled by a trusted third party that maintains service 

descriptions, registrations and the lifecycle of services. To achieve the capability of protecting services in 

the Semantic Web, the methodology must have the following fundamental characteristics: a stable 

definition of services, detection and subsequent elimination of Byzantine services, history of previous 

attacks, a method of recognising new attacks, and a method of self-protecting the system from future 

attacks [48]. 

  The methodology explains the process of achieving Byzantine agreement in the Semantic Web where 

faulty or malicious services are unknown. This increasing complexity is presented at a domain level that 

can also be applied to multi domains collaborating to achieve this agreement. The principal stages of this 

methodology are presented below: 

 

5.3.1.1 Service Interaction and Authentication  

The environment contains benign and malicious entities. The interaction begins arbitrarily when agents 

can randomly interact with other agents and authenticate one another to determine the identity of another 

agent. The process of authentication and interaction is performed continuously until all agents’ identities 

have been validated within the domain. The authentication is done between agents before commencing 

interaction or when new agents request admission into the domain.   
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5.3.1.2 Services Analysis  

In Figure 39, the trustworthiness of services is classified into two evaluations: distributive and collective 

reputations. In the former, it refers to an entity’s personal evaluation of another entity, for example 

domain-to-domain or service-to-service evaluations. In the latter, it refers to each entity’s distributive 

evaluations of other entities, and this forms a collective evaluation of each entity within a domain or 

collection of domains. Reputations are documented and managed by individual agents and domain 

controllers as viewpoints, collected over many rounds where its trust is built on past behaviours. Each 

viewpoint also represents other information of processes such as cataloguing the action, timestamp, 

threat, and safeguard. In addition, collective reputations have a greater impact and influence over its 

distributive counterpart because it offers a cooperative evaluation of potential Byzantine services. It also 

presents a more accurate account of services operating within the domain. Although experience based 

reputation has its advantages, it also has certain limitations that does not completely satisfy an 

environment such as the Semantic Web that is based on service descriptions and policies. In particular, 

this is related to faulty benevolent and intermittent Byzantine nodes, where the behaviour of such systems 

may be compromised or shifted over time, making the shortcomings of experience based reputation more 

apparent. The problem of differentiating faults of faulty benevolent or malicious services belonging to the 

same domain becomes increasingly complex, and can benefit from understanding the behavioural patterns 

of services to establish a stable service definition.  

 
Figure 39. Distributive and Collective Evaluation 

  Therefore in this model, reputation is not only dependent on previous experiences but benefits from 

methods of distributive and collective evaluations where security policies are evaluated against user 

preferences in regards to cooperative Byzantine agreements. As a result, during the service analysis stage, 

each agent attempts to collect a personal reputation rating of every agent within the domain. The analysis 

begins when an agent traverses the service process descriptions of other agents to allocate a reputation 
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value. Each process is carefully evaluated to determine if they satisfy the policy requirements of the 

initiator agent. At this point, the alignment of each agent and their respective goals are unknown. An 

honest agent would generally develop accurate reputation ratings of other agents, whilst Byzantine agents 

could collaborate to develop negative ratings of honest agents that occupy the domain. The rating is 

achieved by analysing specific processes of services, where the value of each process is given a reputation 

of either: benevolent, moderate, faulty, or malicious. A rating occurs under the condition where the inputs 

and the security policies of a process are satisfied. For example, a payment process requesting payer 

information and credit card details (inputs) be signed and encrypted (policies) before transit. This step 

determines if a user’s security policies are met by a service’s choreography and requirements. Rating is 

made by all services within the domain but the final consensus of revoking an agent is made by the 

domain controller based on collected ratings. This is similar to voting where it mimics a society that is 

largely governed by the majority. Reputation rating can help differentiate between benevolent, faulty 

benevolent and Byzantine nodes by analysing and measuring reputation viewpoints of individual 

processes made by these entities against what the majority rates. 

 

5.3.1.3 Byzantine Agreement 

By having a well defined behavioural description of services, it is possible to detect anomalies or changes 

(shifts) of faults using matching techniques [48]. In potentially well behaving services, it could either have 

small shifts (faulty benevolent) or large shifts (malicious) from behavioural patterns (identities – stable 

definition). This is coupled along with experience based reputation for determining occurrences of faulty 

shifts in services’ security profiles and workflows to help decide if a service is faulty benevolent with 

unintended faults or malicious (generally well behaved, but from time to time severely misbehaves). 

Subsequently by utilising shift evaluation and experience based reputation methods, colluding Byzantine 

services can be detected by comparing the behavioural identity pattern of services. Colluding behaviour 

exhibits characteristics such as collaboratively demeaning other honest services’ reputation, or 

misbehaving given the opportune moment when against less than n/2 honest services. This behaviour is 

mostly coordinated to achieve a common goal, hence the behavioural patterns could be similar and may 

reoccur during similar timestamps. Although the methodology is largely dependent on majority, the 

probability and practicality of large scale attacks could be difficult to coordinate before being revealed by 

the methodology and conventional security.  

  The entities within the environment initiate a request for Byzantine agreement if the validity of some 

agents is unknown. The execution of Byzantine agreement can be performed periodically within the 

domain to ensure the safety of the environment. The agreement begins with the domain administrator 
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retrieving personal viewpoint profiles from each agent. Based on these viewpoints, the administrator can 

determine the overall voting of each service behavioural pattern to determine if these entities are 

malicious or faulty. The agreement consists of reputation values corresponding to each process that are 

evaluated by every agent within the domain. According to these values, the administrator achieves a 

consensus deciding which entities are faulty. The agreement is dependent on majority votes and it is also 

evaluated against previous documented behaviour of the service. This is to provide a separation between 

faulty benevolent and Byzantine nodes that behave intermittently.  

  The process of determining Byzantine services is defined in Figure 40, where the Reasoning Model 

(Chapter 4) helps promote the security interoperability amongst services. Whilst the security profile is 

being deliberated, distributive reputation of processes are collected and catalogued by individual agents or 

services. The domain controller keeps these viewpoints as a collective definition of the entire domain. 

Newly detected faults are evaluated against the collective view that contains both negative (faulty) and 

positive (benevolent) service behavioural pattern definitions. When a majority of votes decides a faulty 

process based on a drift or shift from its existing behavioural pattern, it is flagged and examined if either a 

high or low fault occurrence rate exists. A short shift and low rate quarantines the service whereas a large 

shift and high rate is deemed Byzantine and subsequently revoked. Consequently, behavioural patterns of 

newly detected Byzantine services are matched against other services to discover any colluding 

behaviours.  

 
Figure 40. Process of Detecting Byzantine Services 

  Faulty benevolent, uncertain (new nodes), and intermittent services are either quarantined and can 

redeem domain membership once its faulty processes are contained, or expunged based on its previous 

reputations. Conversely when an entity is revoked, its viewpoints are dynamically removed from the 
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domain, shrinking the pool of faulty agents within the environment and increasing the majority of honest 

agents to achieve more accurate consensuses. At the end of this phase, honest entities will be able to 

recognise malicious or faulty benevolent parties within the domain.  

1. Service Interaction & Authentication 
 The domain controller and services perform authentication during domain admission request or interaction for services. 
 This operation constitutes an unending summation of Agents A, requesting and authenticating certificates (k) “such 
 that” (|) An ∈ D (Agent part of Domain) is satisfied where (•) the condition of Agent’s certificate is verifiable with a  Trusted 
 Third Party. 

 IA : ∑
=

n

0j
j ]D[A  = (∃k: certificate | An ∈ D • (An ∧ k) ∈ Trusted Third Party) 

 
2. Services Analysis  
 Each agent service collects viewpoints (Vn) of all other service reputations (Rn) as the Union of Vn. 
 Distributive Evaluation: U

Vn  Rn

Rn  Vn
∈

=  

  
 The domain controller collects multiple viewpoints (MV) of all distributive viewpoints (Vn) as the Union of MV. 
 Collective Evaluation: U

MV  Vn

Vn   MV
∈

=   

 
3. Byzantine Agreement  
 Consensus (C) on deciding faulty Agents (A) is achieved by continuous reoccurrences of comparing the overall 
 reputation (r) of each service determined by the majority of agents or the behavioural patterns of revoked agents (a) 
 “such that” (|) faulty agent An is quarantined or revoked from the domain (D).  
 
 Quarantine Faulty Benevolent: 
 The condition is satisfied when overall reputation of Agent An is voted by more or equal than the majority, rate of fault (f) 
 occurrence is less or equal than a threshold, and f shifts are nominal, bearing behavioural pattern similarities of the 
 Collective Negative Definition (CND) and Collective Positive Definition (CPD).  

 ∑
=

←
n

0j
j ]D[AC  = (∀r: reputation; ∃f: fault | An ∉ D • ((An ∧ r) ≥ majority) ∧ (f ≤ threshold) ∧ (f ∈ (CND ∧ CPD))) 

 
 Revoke Byzantine: 
 The condition is satisfied when overall reputation of Agent An is voted by less than the majority, rate of fault (f) 
 occurrence  is  more than a threshold, and f shifts are significant bearing no or little behavioural pattern similarities of 
 the Collective Negative Definition (CND) and Collective Positive Definition (CPD).  

 ∑
=

←
n

0j
j ]D[AC  = (∀r: reputation; ∃f: fault | An ∉ D • ((An ∧ r) < majority) ∧ (f > threshold) ∧ (f ∉ (CND ∧ CPD))) 

 
 Revoke Colluding Byzantine: 
 The condition is satisfied when a revoked agent’s (a) behavioural patterns (CND and CPD) are identical to behavioural 
 patterns of Agent An that is part of the same domain (D). 

 ∑
=

←
n

0j
j ]D[AC  = (∃a: agent | An ∉ D • ((a ∧ (CND ∧ CPD)) ∉ D) ≡ (An ∧ (CND ∧ CPD)) ∈ D)) 

Figure 41. Byzantine Services Detection Methodology 
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5.3.1.4 Architecture Instantiation 

The instantiation procedure describes the simulation configuration for analysing and detecting Byzantine 

services. It is assumed that a domain already exists and entities join or register with domains to form 

online communities. This instantiation initialises the environment where a multitude of services are 

launched and interacted with one another. The environment persists as rounds where each service 

undergoes behavioural changes. The changes are captured and represented as patterns that reflect the 

identity of services throughout the simulation. By cataloguing behavioural information, stable self 

definitions of services can be established, and evaluated to determine shifts that help detect contradicting 

conducts that may expose an agent’s true behaviour of behaving badly. In the following, the core entities 

and functions constituting the simulation are defined: 

 

5.3.1.4.1 Honest, Faulty Benevolent and Byzantine Services  

Honest and Byzantine services are randomly added to the environment based on a given ratio, for 

example 70% good and 30% Byzantine. Each service controls its respective operation and interaction 

with other services. A random number of processes along with policies are held by each service that are 

randomly configured, for example an honest service has more good processes than bad ones, and vice 

versa for a Byzantine service. This creates an equal environment where services range from benevolent, 

faulty benevolent to Byzantine. When services interact, they attempt to satisfy their personal policies 

against the process policies of corresponding services. Based on the interaction results, a service creates 

records of its personal reputation viewpoint of other service processes. Honest nodes would behave 

impartially when rating the processes of other nodes. Byzantine nodes could collude by rating honest 

services lowly and Byzantine services highly. If faulty nodes are suspected, services can instantiate an 

agreement with the domain controller to identify and analyse defective nodes. The behaviours of agents 

encompass two primary conducts. The first presents regulation abiding (honest services) nodes. Whilst, 

the second presents Byzantine nodes that circumvent honest nodes using colluding schemes in an attempt 

at controlling the domain (e.g., behaving generally well and instantiating coordinated attacks). All services 

begin with a complete set of reliable processes, but different type of services can develop positive or 

negative processes throughout the simulation. Dishonest services have more friendly processes and few 

(yet critical) malicious ones. An honest service would naturally maintain reliable processes, faulty 

benevolent services have a 5% chance of developing faulty processes during each round, Byzantine 

services have 20%, and colluding services have 10%. When services develop unreliable processes, only a 
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partial sample of its total processes is affected. Faulty benevolent services would generally develop faults 

that originate from existing processes and do not differ enormously from its previous behavioural 

patterns, hence having a 10% chance of behaviour shifting. On the other hand, Byzantine services do not 

display substantial behavioural shifts that can otherwise expose themselves, instead attempts to exhibit a 

process of adhering previous behavioural patterns and occasionally challenging the tolerance of the 

environment by behaving maliciously within a 20% behavioural shift. 

 

5.3.1.4.2 Domain Controller and Revocation List  

Each domain consists of a domain controller acting as a trusted party. The domain controller accepts 

agents into the domain based on identity verification. Although an identity can be verified, a domain 

controller cannot assume that an entity does not harbour any malicious intent during its course of 

operation within the environment. As a result, it is dependent on services to instantiate Byzantine 

agreements to detect faulty nodes. The domain controller is responsible for making a final consensus to 

decide if an entity is truly faulty based on the agreement achieved by the majority of nodes within the 

environment. The controller could also consistently check if the environment is attacked by malicious 

nodes from time to time. A domain can be compromised if a majority of Byzantine services exist. If this 

happens, the domain is lost and users need to rely on greater domains or inter domains Byzantine 

agreements to identify and exclude faulty domains from the open environment. Faulty entities are either 

quarantined or revoked from the domain and placed in a revocation list. The domain controller relies on 

distributive evaluations – viewpoints to establish a stable collective definition of positive and negative 

aspects of services, for example its fault occurrences, action patterns, and threat patterns. The evaluation 

of behavioural shifts within the environment begins by verifying each service at every round for faults 

voted by the majority. If so, the service is flagged, and its behavioural patterns are investigated based on 3 

main rules (Table 13). The ‘Fault Occurrence’ (F) rule is determined by assessing the number of faults 

over the total number of processes. The ‘Action’ (A) rule is determined by cataloguing the different types 

of actions commonly used by the service and evaluating immoderate changes in action types. These 

changes could mean that service processes are either compromised or behaving malevolently. The ‘Threat’ 

(T) rule evaluates if occurring threats are associated with commonly used (reliable) service process actions 

and do not exhibit a disproportion which could otherwise mean that a service could be instantiating 

malicious activity intermittently. Finally, these 3 rules are bounded by thresholds limits such as higher 

(TH) and lower (TL) values that are configurable and adaptable to meet differing domain circumstances 

where malevolence is either benign or radical. The combination of these 3 rules based on Table 13 offers 

a comprehensive evaluation of behavioural patterns within the domain, where each rule contributes to the 
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outcome of the assessment which entails either an acceptable, quarantine or revoke result. Quarantined 

services are reintegrated into the domain and monitored for future faults, and would be revoked when it 

exceeds the quarantine limit. Revoked services and its viewpoints are permanently removed, hence 

shrinking the pool of malevolent services and increasing the majority of benevolent ones. Albeit being 

revoked, malicious behavioural patterns are separately maintained for comparison against other services to 

detect and revoke colluding nodes. These types of behavioural patterns are compared based on rules 

defined in Table 13.  

Table 13. Quarantining and Revoking Rules for Behavioural Pattern Shift Evaluation 

Fault Occurrence (F) Action (A) Threat (T) Result 
F < TLF A < TLA T < TLT Acceptable 
F < TLF A < TLA THT  > T > TLT Acceptable 
F < TLF A < TLA T > THT Quarantine 
F < TLF THA > A > TLA T < TLT Acceptable 
F < TLF THA > A > TLA THT  > T > TLT Quarantine 
F < TLF THA > A > TLA T > THT Quarantine 
F < TLF A > THA T < THT Acceptable 
F < TLF A > THA T > THT Quarantine 

THF   > F > TLF A < TLA T < TLT Acceptable 
THF   > F > TLF A < TLA THT  > T > TLT Quarantine 
THF   > F > TLF THA > A > TLA T < TLT Quarantine 
THF   > F > TLF THA > A > TLA THT  > T > TLT Quarantine 
THF   > F > TLF THA > A > TLA T > THT Quarantine 
THF   > F > TLF A > THA T < TLT Quarantine 
THF   > F > TLF A > THA THT  > T > TLT Quarantine 
THF   > F > TLF A > THA T > THT Quarantine 

F > THF A < TLA T < TLT Quarantine 
F > THF A < TLA THT  > T > TLT Revoke 
F > THF A < TLA T > THT Revoke 
F > THF THA > A > TLA T < TLT Quarantine 
F > THF THA > A > TLA THT > T > TLT Revoke 
F > THF THA > A > TLA T > THT Revoke 
F > THF A > THA T < THT Revoke 
F > THF A > THA T > THT Revoke 

 

5.4 Evaluation Results 

This section discusses the evaluation of Byzantine agreement and how behavioural pattern analysis can 

promote safer systems in the Semantic Web. It shows that malevolent entities are identified correctly and 

Byzantine nodes revoked in honest majority domains. In addition, joint collaboration amongst agents 

shows that semantic processes can severely affect the reliable operation of systems. Based on this 

evaluation, these collaborations result in creating honest majority groups with a high fault tolerance (55% 

honest majority). An explicit account of the self-healing and self-protecting features developed follows. 
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5.4.1 Self-Healing Semantic Web 

According to Bantz of IBM [12], fault tolerance is one aspect of self-healing behaviour where a system is 

capable of monitoring its own platform, detecting errors, and automatically initiating a remediation. 

Figure 42 illustrates two graphs explaining this behaviour achieved from the simulation. The graphs 

define the number of services identified at the end of the agreement using various sets of benevolent to 

malevolent ratios. Based on this observation, the fault tolerance of the environment is believed to be at 

55% (dependent on the number of services), suggesting that the tolerance of the system is very high. This 

entails that the environment is capable of self-healing at very low odds, where the environment needs only 

to maintain a fraction more than an equal majority to successfully identify and revoke faulty nodes.  

 
Figure 42. Fault Tolerance of Honest and Byzantine Services 

  When simulating between a small (7 instances) to large (500 instances) pool of services, fault tolerance 

is achieved at 86% down to 51% respectively. The lowest tolerance is 86% where only 1 malicious agent 

can exists amongst 6 honest agents. This gradually achieves a better tolerance when the pool of services 

becomes larger. In Table 14, selected samples of fault tolerance levels using different service combinations 

are presented to underpin this observation and the ones in [79] where no lesser than two-thirds of the 

generals must be loyal. As a result, this concludes that the tolerance level of the environment is largely 

based on majority and a tolerance lower than two-thirds is only achievable with large samples.  

Table 14. Gamut of fault tolerance samples 

Service Ratio (Good : Bad) Fault Tolerance (%) 
6:1 86 
7:2 78 
8:3 73 
9:4 70 
10:5 67 
11:6 65 
12:7 64 

 

Service Ratio (Good : Bad) Fault Tolerance (%) 
14:9 61 
16:11 60 
18:13 59 
20:15 58 
22:17 57 
27:22 56 
30:25 55 



 

114 

  In Figure 42, it shows a number of ratios that were tested on the simulator over 21 rounds with 

randomly executed Byzantine agreements and behavioural shift evaluations in 4 occasions.  

  Table 15 defines the honest to malicious to faulty benevolent to colluding ratios used throughout the 

first graph (Figure 42) of 500 services and Byzantine nodes were eliminated from the environment. It also 

shows the classifications of good (Honest and Faulty Benevolent) to bad (Malicious and Colluding) 

services. Other information includes the number of honest, malicious, faulty and colluding services 

present in the environment, the total processes held by all services and the faulty processes that are 

identified. The first graph of Figure 42 also illustrates the number of good services detected at the early 

stages and gradually declining when more faulty benevolent nodes are detected to be unredeemable in the 

domain. Signifying the domain is becoming increasingly safer over time (rounds) when the number of 

dishonest nodes decreases and more behavioural patterns are captured. In the second graph, Byzantine 

services that collude or can identify one another would gain majority of the environment where a stable 

number of dishonest nodes are maintained.  

Table 15. Simulation of honest majority ratios of 500 services  

(Ratio – Honest : Malicious : Faulty Benevolent : Colluding) 
Ratio ( % – Services)  Honest 

Services 
Faulty 

Services 
Byzantine 
Services 

Total Processes Total Faulty 
Processes 

70:30 – 175:75:175:75 175 79 0 4148 891 
60:40 – 125:100:175:100 125 59 1 4164 1101 
55:45 – 135:125:140:100 135 60 0 4221 1326 
53:47 – 130:115:135:120 130 57 2 4149 1184 
51:49 – 125:120:130:125 125 43 2 4207 1243 

   Table 16 defines the ratios used throughout the second graph (Figure 42) of 500 services and the 

honest nodes that were eliminated from the environment: 

Table 16. Simulation of Byzantine majority ratios of 500 services 

 (Ratio – Honest : Malicious : Faulty Benevolent : Colluding) 
Ratio ( % – Services)  Malicious 

Services 
Colluding 
Services 

Good 
Services 

Total Processes Total Faulty 
Processes 

50:50 – 125:125:125:125 125 125 0 4217 2847 
45:55 – 100:135:125:140 135 140 0 2711 1101 

   

  The process of detecting, evaluating, and eliminating Byzantine nodes is fundamentally advocated by 

a security profile model where low level faults are propagated into high level descriptions using 

semantically rich denotations represented as workflows, security instances, and policies. Semantics 

enhance expressivity and analysability of information, and as a result propagated faults are reasoned to 

derive services’ behavioural information. Patterns can be shaped from cataloguing past behaviours to 

entail more comprehensive knowledge for understanding conspiring ploys, intermittent conducts and 
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faulty benevolent services when low level fault descriptions may otherwise fail. In Figure 43, 4 graphs (A, 

B, C, and D) represent the mean average of behavioural patterns belonging to honest, malicious, faulty 

benevolent, and colluding services. The behavioural patterns define stable identities of services, where 

malevolent or benevolent processes of these nodes can be derived when reasoning rules (Fault 

Occurrence F, Action A, and Threat T) in Table 13 are applied. In graph A, threat and action changes are 

constant, and fault occurrences are notable at the beginning but not exceeding 50% and progressively 

becoming nominal. This shows that Byzantine services are attacking honest services but lack the majority 

for taking control of the domain, and becomes less when the number of dishonest services declines. 

Graph C shares similar attributes to graph A except with some perturbations of threat changes, showing 

that some faulty nodes are either quarantined or revoked if it exceeds the threshold. However, graph B 

and D show that fault occurrences tend to develop (exceeding 50%) over time when Byzantine services 

gradually lose its majority. This is coupled with significant threat changes, and leads to the revoking of 

Byzantine services. In spite of action changes being nearly constant, significant fault occurrences and 

threat changes would revoke malicious and colluding services. Figure 43 also defines an interesting point 

on the threshold value of malicious processes belonging to dishonest services. It maintains a nearly 

constant value of action and threat changes, and processes that are lower than the majority vote. This 

latent behaviour is preserved up until its tolerance is well under the upper and lower threshold values 

before executing another attack. Albeit this, the system can adaptively reconfigure its threshold values to 

higher standards to meet differing environment requirements where Byzantine services only attack 

infrequently.  
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 (A) (B) 

 
 (C) (D) 

Figure 43. Mean Average of Behavioural Pattern Shifts over 21 Rounds 

  Consequently, the self-healing capability indicates that the system is able to identify faults and resolve 

these faults by removing Byzantine nodes. This is aided by behavioural pattern analysis where anomalies 

are detected from past information. Semantic models such as the V-SAT are instrumental in the reasoning 

and representing of security facts, policies and service descriptions, without which behavioural patterns 

will not be easy to capture and to offer intuitive results. Finally, this creates safer environments by 

maintaining a majority of honest services to faulty ones.  

 

5.4.2 Towards a Self-Protecting Environment 

Self-protecting environments can automatically configure and tune themselves to achieve new security 

levels. This behaviour constitutes a major part in autonomic systems, where the environment is able to 

adapt to changing requirements dynamically. Unpredictable failures and attacks occurring in 

heterogeneous systems can destructively damage critical systems. This creates an environment where 

entities are exposed to a multitude of varying risks. Overly evaluated risk and incorrect assumptions could 

lead to further drawbacks, such as the draining of resources and hampering interoperability. Therefore, 

risk management plays an important role for developing more sophisticated and accurate self-protecting 
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systems and environment. Based on information obtained from simulations performed in Section 5.4.1, 

attacks connected with various service processes are identified in Figure 44. A taxonomy of six commonly 

identified attacks was classified and ordered in relation to the number of occurrences. The first graph in 

Figure 44 shows the threat distribution over 4149 processes of 500 services, from which 1184 are faulty. 

 
Figure 44. Threat Occurrences and Correlation of 4149 Processes 

  According to this, a scatter plot is used to determine the correlation between the criticality of each 

faulty process and its occurrence probability at different intervals within the environment. The criticality is 

dependent on the severity of each threat for a given service, whilst the occurrence probability is based on 

the information obtained during the course of achieving Byzantine agreements within the domain. The 

second graph of Figure 44 defines the various correlations obtained from all occurring threats in the 

whole environment. This advocates a quantitative measurement of probable threats in the domain, hence 

deriving a threat pattern. The pattern is particularly useful for the environment to self-protect itself by 

managing its processes and policies to better combat against these faults. The nomenclature for specifying 

the criticality and probability of risks, and correlation levels for rationally recommending appropriate 

security configuration levels are based on the risk management model defined in Section 3.6.  

  These security configurations and policies are generally generated based on the correlation to better 

protect the system according to threat patterns. Consequently, risk management supports a quantitative 

approach for addressing security problems in complex systems. These methods help reconfigure services 

to be more resilient against attacks. 

 

5.5 Summary 

The Semantic Web in particular has introduced threats that are not limited to conventional networks 

where unverifiable identities are Byzantine. These threats are rated according to system behaviours 

described using service descriptions and policies, and can easily go undetected even using policy based 
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access control systems. Processes describing services can benefit from the use of reasoning applications 

for analysing and detecting threats amongst different entities. The model presented advocates fault 

identification and tolerance of Byzantine service processes in open systems. The simulated methodology 

has shown results whereby faulty services are detected and pruned from the system, hence increasing the 

safety of the environment using Byzantine agreements and behavioural pattern analysis where security 

information is shared by means of interaction.  

  Security feedback gained from agreements allows the system to reconfigure security configurations to 

meet existing threat patterns. Subsequently, a self-protecting mechanism for responding to anomaly 

detection where security is selected based upon risk analysis of criticality and probability of threats. The 

model helps select and identify members of coalitions based upon service capability and recorded 

behavioural patterns to filter colluding Byzantine nodes. Consequently, the problem and solution 

presented here support the self-healing and self-protecting of entities in the Semantic Web. 

  The next chapter will discuss issues related to the framework and its applications. It gives an account 

of matters related to modelling choices, intuitions and applications.   
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C h a p t e r  6  

DISCUSSION 

6 Discussion 

6.1 Introduction 

The overall research presented in this thesis deals with the problem of adaptive security management and 

interoperability of open service environments. The development of safe and self-manageable open service 

is exceedingly challenging. This chapter discusses the problems arising from the development and 

deployment of the profile and policy based semantic framework. Interesting points arising from the 

results include: the profile driven framework and its modelling choices; the dynamics of security 

reconfiguration with regard to viewpoints, contexts, semantics and its application; and problems 

concerning Byzantine agreements. 

 

6.2 Profile Driven Security Framework 

A holistic abstract yet explicit framework for securing open services in MAMD environment promotes 

security interoperability between multiple services and security reconfiguration in response to perceived 

security and safety concerns. This V-SAT framework is motivated by the need for dynamic open services 

to deal with heterogeneous security mechanisms and policies between different islands of service 

implementations. The framework possesses some characteristics to support autonomic computing, to 

support its application in open security interoperability for service composition scenarios. Firstly, the 

framework supports the use of security profiles as the means for permitting services to explicitly specify 

security instances, policies and processes along with existing service descriptions. These features allow the 

reconfiguration of security requirements and policies with minimal human intervention; a system 

administrator may alter system operations without affecting its underlying implementation. Subsequently, 

the framework supports system protection by utilising a semantic and risk based approach. This is a step 

towards developing “safety” in open environments where a number of core security configurations are 

recommended to a system using quantitative and qualitative risk management methods [119], thus 

decreasing the possibility of over-configuring a system that may lead to a bad security configuration. The 

reasoning model supports the analysis of security profiles between systems by classifying facts and rules, 

validating security requirements, and selecting suitable recommendations for resolving conflicts and 



 

120 

mediating security interoperability. Consequently, the framework supports optimisation through the 

mobilisation of constantly changing resources and requirements of open systems by adapting itself 

towards new facts and rules when interacting with multiple services. This is achieved by maintaining a 

knowledge-base of core facts and managing changing ones at different checkpoint levels without the need 

for reloading the same ontologies when interacting with different services. 

  The approach of evolving an infrastructure in the direction of autonomic computing is based upon 

the five levels that run from manual to autonomic: basic, managed, predictive, adaptive, and autonomic [57]. In 

comparison to these levels, the holistic security framework is closely related to features defined in the 

predictive, adaptive, and autonomic levels, where the framework exercises information correlations and 

recommendations, system management through reasoning about processes and policies, and supports the 

harmonisation of different instantiations to support interoperability. The risk management model [119] 

within the framework supports the identification, analysis and evaluation where security vulnerabilities can 

be measured to offer quantitative security recommendations. The V-SAT model represents an ontological 

model for specifying security processes, instances and policies at a service description level where 

businesses can manage the operational logic of their system in a high level approach. The reasoning model 

for this purpose enables the analysis of multiple security profiles to decide if a suitable level of security 

interoperability between heterogeneous systems is achievable.  

 

6.2.1 Modelling Choice 

The motivation for developing this model is to try to reuse current applicable security models via a 

holistic upper security ontology that supports agent security interoperability for Web services and beyond. 

The decision to develop the security model in this manner was to avoid designing the system from scratch 

in a proprietary way. If agent systems are to interoperate within the heterogeneous business environment, 

it is useful if MAMD models can interoperate with current best-practice business security models. 

  The (V-SAT) model was introduced in a manner where profiles, safeguards, threats, and assets are 

used as the basis of an abstract model for capturing stakeholders in MAMD. This abstraction allows 

heterogeneous systems to model and capture their entities in an abstract way that can be strapped onto an 

explicit model. Hence, numerous systems can rely upon this abstraction to determine the relation between 

stakeholders of their own and other systems. Interoperability is better achievable because an explicit 

model that is generic and not dependent upon a specific application domain is defined. Security can also 

be modelled at different levels ranging from hard, hybrid to soft security.  
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  The policy model supports reconfiguration of security requirements and conflict resolution using n-

arity policies, and can be compared against other models such as Bradshaw et al. (1997) [19], Corradi et al. 

(2001) [30] and Kagal et al. (2003) [74]. These models are similar in the nature to policy management 

infrastructures that support access control mechanisms for domain based environments. Multi domain 

interoperability between disparate open architectures can be incorporated [19], but the notion of openness 

is constrained to membership domains where entities must be registered in advance. Policy models such 

as Kagal et al. (2003) [74] that define rules to support access control for domain based security expressed 

in RDF are complementary to the model here. The policy management component in the open MAMD 

model can be substituted using policy management technologies expressed in Bradshaw et al. (1997) [19] 

and Damianou (2002) [32]. But, this system provides a holistic model for dynamically specifying security 

configurations between open systems to supported mediated configuration and reconfiguration in 

response to dynamic security and safety concerns.  

  A model of security is needed in order to understand and clarify the security properties a system is 

required to possess and to state them explicitly. This model of security is often referred to as the security 

policy. It defines a specification of the protection goals and the security requirements of a system. This is 

driven by an understanding of the threats to the systems assets (the items of value in the system) and the 

safeguards to protect these assets. This will help explain and communicate the use of security to the 

different stakeholders of the system such as end-users, application developers and system maintainers. 

  The abstract security ontology coupled with security specifications provides the model with the 

means for sharing knowledge between disparate services using a knowledge base. The argument that 

security configurations should not be revealed because advertising how the system is protected enables 

attackers to gain useful information for unauthorised access, the so called security by obscurity, gives 

systems a false sense of security. Security by obscurity may make the initial attacks harder for the 

adversary but this may hide weaknesses that an open peer review might have revealed. There is a trade-off 

in analysing MAMD system security in an abstract way. The advantages of an abstract reference model 

include being insulated from popular technological security models that may become disused or 

frequently superseded and being able to support heterogeneous application security requirements. The 

disadvantage is that an abstract model may appear to be too abstract, complex and flexible to be used to 

specify concrete MAMD security systems for particular application requirements in practice. In order to 

minimise the disadvantage, a profile-based approach is used to map an abstract common view of security 

to particular application-oriented reifications of the model. An abstract security (policy) model is a 

specification of the protection goals of the system. Technology driven protection mechanisms may 

protect the wrong or incomplete things because a security policy has been misunderstood. Less formal 
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representations, such as graphical models of policies often lead to the use of implicit constraints later in 

development and greater complexity in managing policies. 

  Having highly configurable systems can easily lead to bad configurations, thus the support for 

heterogeneity would need to follow an agreed semantics. Policies defined based on the security ontology, 

where the ontology provides a limited set of nouns to associate its facts as rules in policies, can provide 

additional support to cluster policies about configurations and hence, optimise management. 

 

6.2.2 Possible Instantiations of the V-SAT Model 

In Titkov et al. (2004) [121], user privacy for mobile information services is derived from the V-SAT 

model. The mappings between concepts of the privacy framework and the V-SAT model are separated 

into three taxonomies; user, service provider, and broker. A user specifies personal information as assets and 

policies, whilst a service provider specifies tokens as credentials and the information request operation as a 

protocol, and finally a broker acts as a mediator between the user and service provider. This can be expressed 

in the V-SAT model as privacy Safeguards constituting various Actions (e.g. Banking Info Request, User 

personal info request, etc), Credentials (e.g. X509, Reputation, etc), and Protocols (P3P, APPEL). The 

users can specify preference and security instance policies using security profiles. The reasoning model 

supports the mapping of security instances to determine if service provider and user security settings 

match. The reasoning of preference policies determines the result of the request by informing the service 

provider in terms of an accept, reject or notify message. 

  In Ricci et al. (2004) [107], the “Agent Coordination Context” (ACC) in theory defines a first class 

abstraction for modelling agent environment and interaction. In practice, the ACC is useful for modelling 

certain security aspects of the V-SAT model to support authorisation in multi domains and services 

contract formation. For Authorisation, the ACC can model roles in heterogeneous environments where 

access control policies can be flexibly administered and dynamically activated for organising complex 

separation of duty amongst multiple agents. In secure contract formation, the ACC distinguishes the agent 

role associated with the organisation along with representation of contract states, notion of time, and 

protocol information. This is particularly useful when monitoring complex contracts to identify failures at 

different states for promoting safer fault tolerant environments.  

  In Sonntag (2004) [113], a trusted gateway agent is used by the internal system for managing 

interaction with external environments. This can also serve as a type of security provider by instantiating 

the system in synchrony with the V-SAT model. The use of security profiles enables system developers to 

specify explicit service requirements governing the business process logic such as inputs, outputs and 
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policies. By means of reasoning and process validating, internal agents can be protected by the gateway 

agent controlling the interaction and supporting interoperability between multiple domains. 

 
6.3 Dynamic Security Reconfiguration in Open Services Environment 

6.3.1 Meta Reasoning and Autonomic Computing 

In relation to mixed level meta reasoning, the information perspective of the system is referred as domain 

and control knowledge. The former defines the ontology, and the latter defines the use of the domain 

concepts to support application and management constructs such as security profiles and security 

processes. The information perspective supports a reflective programming paradigm where object level 

instantiations are represented at a meta-level allowing abstract management without affecting the 

underlying implementation of the system. This intrinsic characteristic is complementary to the notion of 

self management within autonomic computing where the meta-level allows a decentralised method for 

managing knowledge, thus permitting the utilisation and sharing of ontologies between disparate 

applications. Therefore, meta-level architectures are suitable for heterogeneous environments where 

purely object level ones fail at providing conceptual metadata for systems to dynamically interoperate 

securely and safely. 

 

6.3.2 Application Instantiation 

The profile-based security model has been specified and implemented in demonstrations of services, such 

as market places, event organisers and e-banking agent systems, as part of the EU funded 

Agentcities.RTD project [5]. An explicit ontology defining abstract concepts is specifically grounded with 

normative security specifications, such as SAML, XKMS, XML Signature and XML Encryption and has 

been implemented. The ontology provides Viewpoints of associations between safeguards, assets, and 

threats (V-SAT) defined using profiles [104]. The ontology is available at [6]. In Figure 45, part of a 

directory entry describing an advertised service with references to the core and functional ontologies in a 

FIPA based service application is presented.  

(df-agent-description …. 
  :services (set (service-description 
      :name Authentication :type Security 
           :ontologies (set http://agents.elec.qmul.ac.uk/agentcities/security/AbstractSecurityOntology) 
      :properties (set (property  
    :name VerifyCredentials 
 :value http://agents.elec.qmul.ac.uk/agentcities/security/VenueCredentialProfile)))) 
…..) 
Figure 45. A service advertisement showing how the security ontology is interlinked 
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  A reasoning application uses the Java Theorem Prover (JTP) and a security API to advocate both the 

reasoning of security policies and cryptographic computation between communicating entities. The API 

can be triggered to support authentication, confidentiality, integrity, key management and key distribution 

services after high level processing such as discovery, reasoning and orchestration has been established. 

These security API services are available at [6]. 

  Multiple service profiles can be registered, for example, a ‘Secure Tunnelling’ service can have the 

following sub-services (actions) such as ‘Authentication’ and ‘Key Exchange,’ where each action 

represents a security profile. The use of multiple profiles is supported using ontology extensibility and 

helps to maintain a loosely coupled relationship between profiles. As a result, classifying actions into 

profiles allows them to be managed collectively. 

  The profile-based framework uses an abstract security knowledge model where conceptual 

representations of security entities are mapped onto explicit security specifications. This combines 

generality and practicality for expressing high level security relationships of application scenarios that can also 

be explicitly defined. A set of core functional security requirements such as authentication, integrity, and 

confidentiality is defined using core safeguards of the model. Further configurability is specified within 

actions, protocols, and credentials. The model also advocates extensibility, where specific safeguards are 

extended or incorporated into the ontology.  

  Security profiles representing the process, configuration and instances of the system can be 

constrained using specific policies. An example policy constraining the algorithm of the retrieval method 

in a signature is given in Figure 46. 

<policy rdf:range=”xsd:String”> 
      (exists (?a (Transform ?a)) (or (Algorithm ?a  http://www.w3.org/2000/09/xmldsig#rsa-sha1)  
 (Algorithm ?a http://www.w3.org/2000/09/xmldsig#dsa-sha1) )  
</policy>  
Figure 46. An example policy for signature verification 

  The above policy grammar, referred to as the V-SAT Policy Specification Language, is also available 

at [6]. The specification provides the normative descriptions for specifying policies within this framework. 

The language is modelled at an instance value level as opposed to a conceptual level. As a result, a more 

specific and flexible representation for specifying policies is produced, but with the disadvantage of 

introducing a sizeable number of syntaxes.    
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6.3.3 Viewpoints, Profiles, Contexts and its Semantics 

The security ontology model and its semantics define the knowledge (representations of entities and 

relationships between them) and the meaning (context of use of their representation) behind the 

knowledge. Unfortunately, knowledge can be interpreted in different ways to make different meanings 

from single or many disjoint situations. Subsequently, these situations can either be conflicting or 

contradictory to actually not make any meaning at all. Therefore the concept of viewpoints (composite 

profiles), profiles (scenarios or situations), and contexts (meaning of the profile) provides an account for 

distinguishing the semantics of representing various similar instances of the common knowledge at 

different granularities. Figure 47 and Figure 48 explain a normative example on the concept of viewpoints, 

profiles and contexts to resolve its semantic anomalies. 

 
Figure 47. Conceptual Graph of Profiles Constituting Contexts 

(∃x: Agent) (identity(x, Bank) ∧  
(∃p: Profile)  
 (dscr(p, (∃a: Asset) (∃w: Service) (∃s: Safeguard) (∃t: Threat) (∃y: Authentication) (∃f: Protocol)            

(∃c: Credential) (∃d: Action) ∧ subClassOf(w,a) ∧ subject(s, w) ∧ target(s, t) ∧ instance(s, y) ∧ 
hasProtocol(y, f)  ∧ hasAction(y, d) ∧ hasCredential(y, c) ∧ asset(x) ∧ service(Payment) ∧     
credential(PGP) ∧ action(KeyVerification) ∧ protocol(SAML))) ∧  

(∃z: Profile)  
 (dscr(z, (∃a: Asset) (∃w: Service) (∃s: Safeguard) (∃t: Threat) (∃y: Authentication) (∃f: Protocol)            

(∃c: Credential) (∃d: Action) ∧ subClassOf(w,a) ∧ subject(s, w) ∧ target(s, t) ∧ instance(s, y) ∧ 
hasProtocol(y, f)  ∧ hasAction(y, d) ∧ hasCredential(y, c) ∧ asset(x) ∧ service(Payment) ∧ 
credential(X.509) ∧ action(KeyRequest) ∧ protocol(XKMS)))) 

Figure 48. Security Profile Formula of an Agent 

  In the author’s definition, the security ontology (conceptual layer) represents a possible world model 

describing a wide range of stakeholders and entities. This representation expressed in ontology languages 

such as DAML+OIL is supported by model theoretic semantics describing a formal account of the 
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interpretations of legitimate expressions of the language. Therefore, the profile represented in Figure 47 

defines the entities that are excerpted from the security world model, and that each collection of entities 

retains its identity over a period of time. These collections of entities could in this model be termed as a 

context, where it brings together a collective view of a situation of an instance of the world model to 

resolve a security requirement of a service process. In the conceptual graph, in Figure 47, safeguards are 

the protection relationships between subject assets and threat targets. A graph also constitutes collections 

(profiles) of asset, safeguard and threat relationships representing an application or process context for an 

agent actor. 

   Modelling profiles as a set of contexts could result in a contradiction, because each agent could retain 

a number of profiles over a period of time. In this case, an agent could result in having many profiles that 

may become contradictory to one another and may result in conflicts [114]. To avoid this contradiction, 

each profile can be represented as a distinct context. To do this, profiles are considered meta but explicitly 

distinguished to define the contexts of each agent. These contexts can also be time-stamped to separate 

certain timelines they need to adhere to. In Figure 47, an agent represented using multi profiles derived 

from the security ontology as contexts, is defined. The entities describing the context are distinct against 

other contexts and can represent different security configurations.  

  The two profiles described by the propositions in Figure 48 are nested inside the dscr predicates, and 

effectively define the explicit contexts. The descriptions inside those contexts refer to the agent x, which 

is quantified outside; but neither of the nested contexts can refer to or contradict any information in other 

contexts. This is because the contexts are only used distinctively and never concurrently or 

simultaneously.   

  Consequently, various contexts represent the different semantic meanings defining distinct security 

situations. These situations weave together a contemporaneous set of events to create collateral security 

viewpoints of the system. Viewpoints are a collection of many disjointed profiles and contexts that share a 

consistent rational binding between one another. Hence, viewpoints provide the meta-representation of 

composite profiles that describes the complete security operations of systems or multi systems in a 

MAMD environment. 
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6.4 Exposing Byzantine Services in Self-Healing Semantic Web 

6.4.1 Byzantine Agreement Protocol 

The interlinking of Byzantine agreement protocols with a holistic upper security ontology and policy 

based management system can help resolve security problems in semantically rich environments such as 

the Semantic Web.  

  It is inevitable for faults to happen in complex environments and this leads to services reacting 

unpredictably. Therefore, Byzantine services in rich semantic environments could develop hidden 

strategies within their respective security configurations to attack services intermittently. Active 

adversaries could consistently attack the system, but dormant ones would attack sporadically and are more 

difficult to detect. In some reputation models where tokens or coins are used for representing the 

trustworthiness of a service exhibit shortcomings in comparison to the model presented in this thesis. 

Such reputation models are incapable of fully describing the actual behaviour of a node, for instance 

dormant adversaries only attack irregularly. Another weakness is caused by compromised reputable 

services that go undetected until a reputation threshold or attack is discovered. The scenario becomes 

complicated when a compromised node attempts to avoid detection by behaving in an intermittent 

manner. This causes a false sense of trust amongst the stake-holder agents when Byzantine nodes rely on 

token based reputation. Instead of using reputation models, faulty nodes can be detected by analysing 

semantic based security profiles and by matching policies to detect faults earlier using Byzantine 

agreements. Apart from having such threats within the system, these Byzantine nodes may also seize the 

environment by eliminating quorums through collaborations or independently discredit honest nodes. 

Based on certain investigations, adversaries attempting such attacks could effectively be drawing attention 

to themselves, unless they have a supporting majority. Dormant adversaries are also ineffective because 

advertised service descriptions are available from domain directories, allowing other nodes to analyse 

adversaries in advance. In addition, services are required to validate their credentials with the 

administrator before gaining admission into the domain. Although a domain controller can analyse the 

descriptions beforehand, it would be impossible unless the administrator is capable of understanding 

every interest and perception of each service. This is different from policy-based approaches where 

security access control of resources is centrally managed by the domain controller based on membership 

rights and delegation. Instead the domain controller in this model merely provides the means for voting, 

inserting and removing of services, leaving the analysis of service descriptions to be individually managed 

by services in a decentralised model. Consequently, the Byzantine problem can be expanded between 

inter-domains, where collaborations between multiple domains can be achieved to reach Byzantine 
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consensuses. Ascending from agent level to multi domain level, Byzantine agreements can comfortably fit 

the notion of securing open multi domain environments using security instances and policies, where 

systems are able to leverage this security ontology as a model of social interaction for communicating and 

sharing semantics. 

 

6.4.2 Lessons Learnt 

A fundamental lesson learnt from the Byzantine detection model is that intuition is not necessarily reliable 

for predicting what the model will produce. Albeit this, the model is simple and its mechanism can be 

stated in a single sentence: with the evaluation of behavioural patterns gathered from distributed 

viewpoints, a faulty node can either be, accepted, quarantined or revoked. Yet it turns out to be very 

difficult to anticipate how several problems vary as a function of Byzantine agreements and behaviour 

evaluations. Two of the results were intuitively obvious, but two were not. The two results that were 

intuitive were that the safety of the environment (1) increases with the number of honest services present 

in the domain and (2) decreases with little or no past behavioural records for a range of small to large pool 

of services. The two counterintuitive results were that the safety of the environment (1) increases with 

more faulty benevolent nodes instead of honest ones and (2) decreases in a small pool of services. The 

simulation of the model demonstrates that unaided intuition about how behavioural patterns of services 

develop over time is not necessarily reliable, because bad services can intelligently mimic good services’ 

behavioural patterns, and fault tolerance is dependent on the number of rounds and services in the 

domain. 

  The Byzantine detection model also illustrates how new distinctions are suggested by a formal model 

defined in [79]. The model demonstrated that a multitude of different aspects of open system complexity 

is subjected to contradiction. For example, an identical ratio of nodes in larger to smaller pools of services 

does not achieve a similar fault tolerance rate. Consequently, when modelling a detection mechanism in an 

open service environment, one should distinguish between the number of services present in the domain 

and its ratio of benevolent to malevolent nodes.  

  The model also suggests intuitively that larger shifts prompt maliciousness and smaller shifts prompt 

faulty benevolentness. On the other hand, colluding nodes can mimic small shifts but achieve sizeable 

damage impact through cooperation, hence challenging how colluding and faulty benevolent nodes are 

differentiated. In addition, because the behavioural pattern evaluation compares the difference in the 

number of good to bad processes. It can cause a Byzantine service to overpopulate itself with many 

processes and only having a fraction of malicious ones that create enough damage whilst maintaining an 
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insignificant pattern shift. In response to this, the system does not make an overall evaluation of services 

but verifies the activity of individual processes within the service. Therefore, the evaluation mechanism 

would eventually detect the occurrences of the fault using the reasoning rules defined in Chapter 5 (Table 

13). 

  The model suggests new empirical questions and hypotheses. For example, the model shows that a 

larger honest majority supports faster detection of bad and faulty nodes and the time taken becomes less 

over rounds, and conversely much slower when detecting intermittent faulty benevolent nodes. This is 

clearly a different result as compared to the intuition of the model. Two reasons for the discrepancy are 

suggested by the simulation itself: intermittent behaviours occur irregularly depending on different service 

strategies, and the detection mechanism only occurs sporadically and may not discover all faulty nodes at 

any given round. The evaluation ignores both of these effects. Thus an unanswered question remaining is 

what would be the real majority of the domain when there is not a uniform method for identifying 

intermittent faults.  

  Consequently, the results of the Byzantine model suggest that collusion detection is also applicable in 

detecting faulty benevolent and malicious services. Using reasoning rules, the model is able to circumvent 

Byzantine nodes with the knowledge that more rounds would lead to more accurate detection, and result 

in a safer environment. 

 

6.5 Summary 

This chapter interprets the research reported in Chapters 3, 4, and 5, and considers their implications. In 

particular it:  

• Discusses the advantages of modelling the framework in an abstract way and that explicit 

specifications can be interlinked. It also argues the benefit of revealing security information to the 

public;  

• Highlights some of the possible applications of the V-SAT model with different technologies;  

• Describes the relation between meta-reasoning and autonomic computing, and application 

implementations using the FIPA agent specifications;  

• Discusses how contexts and semantics are related to viewpoints and security profiles; and 

• Discusses problems in Byzantine agreement protocols and intuitions derived from exposing 

computationally challenged Byzantine nodes.  
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  It is fair to say that additional investigation in the area of open service security is needed to develop 

more robust and reliable technologies before being applied to the Semantic Web. The approach does 

show significant potential advantages however, and includes lessons for the design of current open 

services security systems. 
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C h a p t e r  7  

CONCLUSION & FUTURE WORK 

7 Conclusion & Future Work 

7.1 Future Work 

The extensible and flexible nature of semantic driven technologies makes it well suited for further 

development and future research. This chapter describes some directions for the ideas presented in this 

thesis. Section 7.1.1 focuses on extending the core layers (conceptual and reification) of the security 

framework (ontology model). The following sections look at future research directions in the security 

applications layer that can improve the security management of heterogeneous open systems relying on 

concepts defined in the core conceptual layer.  

 

7.1.1 Framework Extensions 

The security framework in Chapter 3 shows how security concepts based on different security 

mechanisms and specifications can be interleaved with service descriptions and policies within open 

service environments. However, the scientific community is also looking at ways of implementing trust to 

improve the deployment of heterogeneous services, relying not only on hard security but soft security 

solutions as well.  

  In one aspect, conceptualising trust specifications using an ontological approach can be extended 

within the existing framework. The adoption of a common security model towards security and trust is 

independent from any underlying security policies and specifications. This greater freedom allows 

different trust models to share similar conceptual semantics that can be useful when reasoning about trust 

instantiations such as transitive trust, harmonising different trust nomenclature, and delegating rights from 

different decentralised self-policing domains. 

  The use of such trust conceptualisations could be extended into the reification layer where it provides 

the means for defining trust implementations within systems to enable soft security interoperability 

between disparate applications (Figure 49). This provides a way for agents to be aware of how 

relationships or instantiations are implemented in different domains to support open interaction, and as a 

means for improving trust management in self-managing environments (see Section 7.1.4 on Trust 

Management).  
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Figure 49. Layered Security Framework extended with Trust Layer 

  The interleaving of security processes has been applied to service description technologies such as 

“DAML-S” and “BPEL4WS + WSDL.” However, it would be useful to extend the application of the V-

SAT model with other related technologies such as ebXML, RosettaNet and WSCI. Defining groundings of 

these descriptions provide the basis for evaluating and interoperating a diverse collection of service 

description technologies, leading to a truly heterogeneous environment that does not rely on a specific 

technology. In addition, the current DAML+OIL ontology can be extended to support OWL and OWL-

S description languages. OWL offers better expressiveness and it has been recently accepted as a W3C 

standard proposal. Policies expressed in the framework currently use KIF and can be extended to support 

RDF based representations. 

 

7.1.2 Combining Policy based Access Control Solutions 

As discussed in Chapters 2 to 4, pre-condition policies in this system represent the requirement or 

capability description of security instances (WS-Policy [127]). Pre-condition policies do not define the 

accessibilities (rule) of a user (subject) to a process (target) such as access control policies. This however 

prevents a system from representing authorisation or delegation models because it is not dependent on 

membership or roles of entities. Even so, the framework is not restricted to this, and can be extended to 

support access control policies. Therefore, the idea of combining different policy management systems is 

put forward as one of the reasons for incorporating various policy systems, and it is also related to an 

emerging theme in recent trust management research. For example, Kagal et al. (2003) [74] and Tonti et 

al. (2003) [123] use semantic driven approaches such as OWL to represent policies. While in Kagal et al. 
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(2003) [74], the model advocates the dynamic modification of policies, it is supported using speech acts 

which follows a more decentralised and adaptive model. Investigating the ways in which these techniques 

can be used in conjunction with open service environments present an avenue for future work.  

  There is also the need to examine how policy negotiation can be useful in open environments where 

multiple services are aggregated to form coalitions. The negotiation of policies must not be overly 

complex to avoid conflicts arising from multi agreements. This is also related to trust management in the 

aspect of service composition, when a virtual organisation engages multiple agreements with services that 

may disagree, raising the problem of whether trust is transitive. Therefore, a real-time deployment of 

multiple application scenarios where conflicting policy instantiations can be assessed using both policy 

agreement and trust transition tracings is needed. In joint planning where service coalitions are formed, it 

would be interesting to examine the relationship between those tracings to verify consistency over entities 

that span multi domains. 

 

7.1.3 Reputation and Privacy Extensions 

In Chapter 5, reputations are gathered by collectively evaluating ratings of distributive evaluations. This 

raises a number of unresolved problems regarding reputation and rating within the system.  

  The evaluation of a service reputation requires the analysis of service processes such as automatically 

deriving a rating from user ratings, and can result in the disclosure of detailed and sensitive information 

regarding service business models to a third party. This creates a privacy concern, as significant 

information would be contained in these distributive evaluations. However, within web of trust open 

environments, circles of trust could be formed where agents share information based on their trust of that 

agent, or distribute information to agents belonging to converging circles of trust. Although this system 

tries to mitigate privacy concerns, it does not fully address privacy problems, because trust may be 

betrayed and circles of trust imply a means to identify agents and their behaviours.  

  Another unresolved problem is the reasoning of ratings and reputations from one context to another 

in separate domains. The use of ontologies to express a common shared knowledge to understand the 

definition of different context is useful. However, the method for resolving different contextual views of 

reputations held by different domains remains highly challenging. Furthermore, the metric or function to 

transfer ratings or reputations from one domain to another is also important.  
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7.1.4 Trust Management  

The development of a core ontology provides the means by which services can advertise and exchange 

trust related information between them, but it does not follow that different systems trust each other. 

Therefore, a holistic ontology alone is insufficient, computational trust management applications are 

needed to support the distribution and utilisation of trust in heterogeneous service environments. Future 

work in this direction could examine a way of coordinating the propagation of trust-related information 

through the different domains and self-policing communities that do not share similar trust specifications. 

It would be interesting to consider the use of reputation from the multi-agent research community to 

enhance the model of trust relationships. There are many different trust models, but there is a need to 

handle trust related problems using management methods to propagate low-level trust information such 

as ratings and faults of one domain to a high-level description that can be shared with a different domain.  

  Other problems arising from trust management include managing transitive trust in a single domain 

to multi domains where different trust models are implemented. The future of trust management is 

directed towards self-managing methods that are able to reduce trust related technological complexities. It 

includes problems such as delegating rights in various distributed domains, and reasoning about trust 

relationships or instantiations to support interoperability. Furthermore, the complexities can be managed 

using semantic solutions so that the reasoning of different contextual views held by heterogeneous 

services is understood. Hence, this presents an avenue for future work to develop computational models 

for semantic management in open trust systems. 

 

7.1.5 A Model of Social Interaction 

In social interaction models, various mechanisms have been investigated by scientists to explore different 

approaches to understand the complexities of interaction, convergence and polarisation of culture [10]. 

Existing social models can help to explain and evaluate the ordered-disordered state of an open service 

environment. By applying social mechanism in heterogeneous environment, it is possible to explain how 

services become more similar as they interact, have the tendency to polarise, and can achieve an ordered 

state using different methods. Although there is no explicit explanation on how entities can affect or 

influence each other, there are a number of factors that may cause social influence such as language, art, 

technical standards, and social norms. As a result, the most generic term for factors influencing interacting 

entities in the context of social mechanisms is culture [10]. Therefore, the term culture is used to indicate 

the attributes that are subjected to social influence. In a security context, cultural features are 
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interchangeably termed as attributes of security models and policies, and the problem can be referred to 

the influence of technology standards in heterogeneous security environment and the effects of policies.  

  Subsequently, the process by which communities adopt technology is inherently puzzling and difficult 

to quantify. The factors affecting standardisation of technology could be superseded by de-facto 

standards, market uptake, timing and many more. This is largely driven by socio-economics, where 

technology acceptance is achieved through a number of ways such as awareness. In understanding the 

dissemination of heterogeneous security models in an open environment, a question is raised on whether 

interoperability is achievable using commonality, where a main standard or technology can be adopted. 

The utilisation of a common technology favours efficient interoperability, prevents unnecessary conflict, 

and fosters uniformity between multiple systems. No single security standard is suitable for all application 

requirements and infrastructures. Conversely, the use of a common method can impede the advancement 

of technology naturally achieved by an open community. The choices in selecting and configuring security 

can lead to a lack of interoperability. Therefore, there is a need for the study of dissemination of security 

models and policies in open environments.  

 
7.2 Conclusion 

Safety and security in open service environments pose some of the most challenging problems for the 

Semantic Web.  The substantial increase in the number of open services, presents problems of scalability 

due to the inherent nature of systems adopting different security mechanisms and specifications. The 

plethora of heterogeneous security specifications proposed by different interest groups and used by 

different stakeholders can make it difficult to attain security interoperability without common shared 

semantics for exchanging information. Further, a lack of adaptive management models supported in 

security processes can become a major impediment to ubiquitous service access and decentralised self-

policing environments. The adoption of more dynamic systems can benefit from the environment having 

self-managing abilities. The difficulty in propagating low-level faults in one part of the system to another 

part at a high-level abstraction makes management decisions about cause and effect difficult.  In addition, 

the problem of semi-openness in open environments is affected by Byzantine behaviours that are difficult 

to detect. These challenges have steered the approach to managing security in traditional closed systems 

away from centralised and rigid methods towards more open and flexible approaches characterised by 

attributes exemplified in dynamic security reconfiguration and self-healing solutions. 

  The objective of the research presented in this thesis is to define a holistic security ontology model 

for representing and harmonising different security mechanisms and specifications, and to develop new 

computational models for adaptively managing the dynamic characteristics of open environments. The 
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research presented in this thesis supports the proposition that a semantic approach is particularly useful in 

providing extensibility and flexibility in future on-demand Semantic Web, and representing a promising 

way forward in safety and security in open environments. Therefore, this thesis provides the definition of 

an ontological security framework and two adaptive security management applications. 

      The main contribution of this work is the introduction of the holistic profile driven open services 

security framework supporting a policy model that improves the interlinking of functional security 

requirements between services. Subsequently, the framework captures, automates and simplifies the 

sharing and representation of multiple security stakeholders’ security information using abstract and 

explicit formalisms based on existing standards. The service model considers security as a process, not just 

as a mechanism. This allows services to be dynamically orchestrated to preferences or requests, which 

would otherwise fail. Additionally, a policy specification language for specifying operational and 

preference rules, which an agent is expected to use, is specified in a logic-based description language. 

      A further contribution is the development of two other computational models defined in the 

framework and applied in an e-business service composition scenario. The first model on policy 

management defines a meta-reasoning model where the domain knowledge (ontology) is separated from 

the control knowledge (profiles), and systems can manage and reconfigure themselves without affecting 

their underlying implementation. By applying such a separation, reasoning within open service 

infrastructures enables the detection, analysis of events & constraints in relation to policies, constraint 

resolution, work-flow, and multiple policy conflicts. This helps decide if a change in the environment 

necessitates a security reconfiguration, and if a suitable level of security interoperability between 

heterogeneous systems is achievable. In addition, two further components were developed to manage the 

enforcement of policies: the business process logic (BPL) tool provides semantic verification of concepts 

necessary to the security process input, and an API that provides the invocation of suitable security 

mechanisms such as authentication and confidentiality in the operational model. The second model is a 

self-healing mechanism for regulating and deliberating about the number of stakeholders acting 

maliciously using semantic driven Byzantine agreements and behavioural pattern analysis to alleviate the 

detection and revocation of malicious nodes. Service behaviours are recorded to create a stable definition 

of self, and a shift in behaviour decides if a transition is occurring that could lead to faults. Subsequently, a 

self-protecting mechanism for responding to anomaly detection where security is selected based upon risk 

analysis of criticality and probability of threats. The model helps select and identify members of coalitions 

based upon service capability and recorded behavioural patterns to filter colluding Byzantine nodes. Both 

models enable open environments to dynamically reconfigure security that leads to interoperability, and 

adaptively manage faulty benevolent, malicious and colluding Byzantine behaviours. 
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APPENDIX 

Appendix 

V-SAT Policy Specification Language Syntax 

Policy                 = "(" ContentExpression+ ")" 
  
ContentExpression     = WFF 
 
WFF                  = AtomicFormula 

                       | "(" UnaryOp WFF ")" 
                       | "(" BinaryOp WFF+ ")" 
                       | "(" Quantifier “(“ Variable+ VariableTerm+ “)” WFF ")" 
                       | "(" PredicateSymbol Variable AtomicFormula ")"             
                       | "(" PredicateSymbol AtomicFormula Variable ")" 

 
UnaryOp          = "not" 
  
BinaryOp         = "and" 
                        | "or" 
 | "=>” 
                        | "<=” 
                         | "=” 
                         | "/=" 
                         | ">" 
                         | ">=" 
                         | "<" 
                         | "=<" 
    
AtomicFormula           = Term 

                        | "true" 
                        | "false" 
                        | DecimalLiteral+ 

 
DecimalLiteral  = [ “0” – “9” ] 
  
Quantifier              = "forall" 

                 | "exists" 
     
Variable                = "?" StringLiteral+ 
 
VariableTerm        = “(“ Term "?" StringLiteral+ “)” 
 
StringLiteral              = ["A" - "Z", "a" - "z"]. 
 
PredicateSymbol  = refer to ontology and profile for predicates of grammar  
 
Term    = refer to ontology and profile for classes or instances of grammar 
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The following formulas are described as <Term> – <Predicate> – <Term> (Please refer to Ontology [6] for 
complete reference of required and optional terms) 
 
Core_Formula  = Safeguard – hasProtocol – Protocol  

| Safeguard – hasCredential – Credential 
| Safeguard – hasAction – Action 
| Profile – containsPolicies – Policy 
| Threat – hasRisk – Risk 

 
SAML_Formula = Assertion – MajorVersion – xsd:Integer 

| Assertion – MinorVersion – xsd:Integer 
| Assertion – IssueInstant – xsd:dateTime 
| Assertion – Issuer – xsd:String 
| Assertion – AssertionID – IDType 
| IDType – IDTypeValue – xsd:String 
| AssertionIDReference – AssertionIDReferenceValue – IDReferenceType 
| IDReferenceType – IDReferenceTypeValue – xsd:String 
| AttributeStatement – AttributeStatementType – Attribute 
| Attribute – AttributeValue – xsd2:base64Binary 
| AuthenticationStatement – AuthenticationMethod – xsd:anyURI 
| AuthenticationStatement – AuthenticationInstant – xsd:dateTime 
| AuthorityBinding – Location – xsd:anyURI 
| AuthorityBinding – Binding – xsd:anyURI 
| SubjectLocality – IPAddress – xsd:String 
| SubjectLocality – DNSAddress – xsd:String 
| AuthorisationDecisionStatement – Resource – xsd:anyURI 
| AuthorisationDecisionStatement – Decision – DecisionType 
| DecisionType – DecisionTypeValue – xsd:String 
| Action_SAML – NameSpace – xsd:anyURI 
| Action_SAML – ActionValue – xsd:String 
| Evidence – ActionValue – xsd:String 
| Conditions – NotBefore – xsd:dateTime 
| Conditions – NotAfter – xsd:dateTime 
| AudienceRestrictionCondition – AudienceRestrictionConditionType – Audience 
| Audience – AudienceValue – xsd:anyURI 
| Condition – ConditionValue – xsd2:base64Binary 
| SubjectStatement – SubjectStatementType – Subject 
| NameIdentifier – NameQualifier – xsd:String 
| NameIdentifier – Format – xsd:anyURI 
| ConfirmationMethod – ConfirmationMethodValue – xsd:anyURI 
| SubjectConfirmationData – SubjectConfirmationDataValue – xsd2:base64Binary 
| AssertionArtifact – AssertionArtifactValue – xsd:String 
| AttributeQuery – Resource – xsd:anyURI 
| AuthenticationQuery – AuthenticationMethod – xsd:anyURI 
| AuthorisationDecisionQuery – Resource – xsd:anyURI 
| AttributeDesignator – AttributeName – xsd:String 
| AttributeDesignator – AttributeNameSpace – xsd:anyURI 
| RequestAbstractType – IssueInstant – xsd:dateTime 
| RequestAbstractType – RequestID – IDType 
| RequestAbstractType – MajorVersion – xsd:Integer 
| RequestAbstractType – MinorVersion – xsd:Integer 
| AssertionArtifact – AssertionArtifactValue – xsd:String 
| AssertionIDReference – AssertionIDReferenceValue –IDReferenceType 
| ResponseAbstractType – ResponseID – IDType 
| ResponseAbstractType – MajorVersion – xsd:Integer 
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| ResponseAbstractType – MinorVersion – xsd:Integer 
| ResponseAbstractType – IssueInstant – xsd:dateTime 
| ResponseAbstractType – InResponseTo – IDReferenceType 
| ResponseAbstractType – Recipient – xsd:String 
| StatusDetail – StatusDetailValue – xsd:String 
| StatusMessage – StatusMessageValue – xsd:String 
 

XKMS_Formula = XKMS_MessageAbstractType – Nonce – xsd2:base64Binary 
| XKMS_MessageAbstractType – Service – xsd:anyURI 
| XKMS_OpaqueClientData – XKMS_OpaqueClientDataType – XKMS_OpaqueData 
| XKMS_OpaqueData – XKMS_OpaqueDataValue – xsd2:base64Binary  
| XKMS_RequestAbstractType – OriginalRequestID – xsd:anyURI 
| XKMS_RequestAbstractType – ResponseLimit – xsd:Integer 
| XKMS_PendingNotification – Mechanism – xsd:anyURI 
| XKMS_PendingNotification – Identifier – xsd:anyURI 
| XKMS_RespondWith – RespondWithValue – xsd2:base64Binary 
| XKMS_ResponseMechanism – ResponseMechanismType – xsd2:base64Binary 
| XKMS_PendingRequest – XKMS_ResponseId – xsd:anyURI 
| XKMS_Result – ResultMajor – xsd2:base64Binary 
| XKMS_Result – ResultMinor – xsd2:base64Binary 
| XKMS_Result – XKMS_RequestId – xsd:anyURI 
| XKMS_RequestSignatureValue – RequestSignatureValueValue – xsd2:base64Binary 
| XKMS_LocateRequest – LocateRequestType – XKMS_QueryKeyBinding 
| XKMS_QueryKeyBinding –QueryKeyBindingType – XKMS_TimeInstant 
| XKMS_TimeInstant – Time – xsd:dateTime 
| XKMS_KeyBindingAuthentication – KeyBindingAuthenticationType – Signature 
| XKMS_NotBoundAuthentication – Value – xsd2:base64Binary 
| XKMS_NotBoundAuthentication – Protocol_Temp – xsd:anyURI 
| XKMS_ProofOfPossesion – ProofOfPossesionType – Signature 
| XKMS_RevocationCodeIdentifier – RevocationCodeIdentifierValue – 

xsd2:base64Binary 
| XKMS_ValidityInterval – NotBefore – xsd:dateTime 
| XKMS_ValidityInterval – NotOnOrAfter – xsd:dateTime 
| XKMS_ValidateRequest – ValidateRequestType – XKMS_QueryKeyBinding 
| XKMS_StatusResult – Success – xsd:Integer 
| XKMS_StatusResult – Failure – xsd:Integer 
| XKMS_StatusResult – Pending – xsd:Integer 
| XKMS_KeyUsage– KeyUsageType – xsd2:base64Binary 
| XKMS_UseKeyWith– Application – xsd:anyURI 
| XKMS_UseKeyWith– XKMS_Identifier – xsd:String 
| XKMS_UnverifiedKeyBinding– UnverifiedKeyBindingType – 

XKMS_ValidityInterval 
| XKMS_KeyBinding– KeyBindingType – XKMS_Status 
| XKMS_Status – StatusValue – xsd2:base64Binary 
| XKMS_IndeterminateReason – IndeterminateReasonValue – xsd2:base64Binary 
| XKMS_InvalidReason – InvalidReasonValue – xsd2:base64Binary 
| XKMS_ValidReason – ValidReasonValue – xsd2:base64Binary 
| XKMS_LocateResult – LocateResultType – XKMS_UnverifiedKeyBinding 
| XKMS_ValidateResult – ValidateResultType – XKMS_KeyBinding 
| XKMS_PrivateKey – PrivateKeyType – EncryptedData 
| XKMS_RevocationCode – RevocationCodeValue – xsd2:base64Binary 
| XKMS_ReissueResult – ReissueResultType – XKMS_KeyBinding 

 
XMLEncrypt_Formula = EncryptedType – Type – xsd:anyURI 

| EncryptedType – Encoding – xsd:anyURI 
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| EncryptedType – MimeType – xsd:String 
| CipherReference – URI – xsd:anyURI 
| CipherReference – CipherReferenceType – Transforms 
| CipherValue – CipherValueValue – xsd2:base64Binary 
| EncryptionMethod – Algorithm – xsd:anyURI 
| KeySize – KeySizeValue – xsd:Integer 
| OAEPparams – OAEPparamsValue – xsd2:base64Binary 
| EncryptionProperties – EncryptionPropertiesType – EncryptionProperty 
| EncryptionProperty – Target – xsd:anyURI 
| EncryptedKey – Recipient – xsd:String 
| CarriedKeyName – CarriedKeyNameValue – xsd:String 
| DataReference – URI – xsd:anyURI 
| KeyReference – URI – xsd:anyURI 
| AgreementMethod – Algorithm – xsd:anyURI 
| KA-Nonce – KA-NonceValue – xsd2:base64Binary 
| OriginatorKeyInfo – OriginatorKeyInfoType – KeyInfo 
| RecipientKeyInfo – RecipientKeyInfoType – KeyInfo 
| Generator – CryptoBinary – xsd2:base64Binary 
| Public – CryptoBinary – xsd2:base64Binary 

 
XMLSig_Formula = KeyName – KeyNameValue – xsd:String 

| G – CryptoBinary – xsd2:base64Binary 
| J – CryptoBinary – xsd2:base64Binary 
| P – CryptoBinary – xsd2:base64Binary 
| Q – CryptoBinary – xsd2:base64Binary 
| Y – CryptoBinary – xsd2:base64Binary 
| pgenCounter – CryptoBinary – xsd2:base64Binary 
| seed – CryptoBinary – xsd2:base64Binary 
| Exponent – CryptoBinary – xsd2:base64Binary 
| Modulus – CryptoBinary – xsd2:base64Binary 
| MgmtData – MgmtDataValue – xsd:String 
| PGPKeyID – PGPKeyIDValue – xsd2:base64Binary 
| PGPKeyPacket – PGPKeyPacketValue – xsd2:base64Binary 
| RetrievalMethod – URI – xsd:anyURI 
| RetrievalMethod – RetrievalMethodType – Transforms 
| Transforms – TransformsType – Transform 
| Transform – Algorithm – xsd:anyURI 
| AnyNamespace – AnyNamespaceValue – xsd:anyURI 
| XPath – XPathValue – xsd:String 
| RetrievalMethod – Type – xsd:anyURI 
| SPKIData – SPKIDataType – SPKISexp 
| SPKISexp – SPKISexpValue – xsd2:base64Binary 
| X509CRL – X509CRLValue – xsd2:base64Binary 
| X509Certificate – X509CertificateValue – xsd2:base64Binary 
| X509IssuerName – X509IssuerNameValue – xsd:String 
| X509SerialNumber – X509SerialNumberValue – xsd:Integer  
| X509SKI – X509SKIValue – xsd2:base64Binary 
| X509SubjectName – X509SubjectNameValue – xsd:String 
| Object – MimeType – xsd:String 
| Object – Encoding – xsd:anyURI 
| SignatureValue – SignatureValueValue – xsd2:base64Binary 
| CanonicalizationMethod – Algorithm – xsd:anyURI 
| Reference – Type – xsd:anyURI 
| Reference – URI – xsd:anyURI 
| DigestMethod – Algorithm – xsd:anyURI 
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| DigestValue – DigestValueValue – xsd2:base64Binary 
| SignatureMethod – Algorithm – xsd:anyURI 
| Manifest – ManifestType – Reference 
| SignatureProperties – SignaturePropertiesType – SignatureProperty 

                 | SignatureProperty – Target – xsd:anyURI 

 

Syntax and Lexical Notation 

The syntax is expressed in standard EBNF format. For completeness, the notation is given in Table 17. 
 
Table 17. EBNF and Lexical Rules 

Grammar and Lexical Rule Component             Example 
Terminal tokens are enclosed in double quotes "(" 
Non terminals are written as capitalised identifiers Expression 
Square brackets denote an optional construct [ "," OptionalArg ] 
Vertical bar denotes an alternative Integer | Real 
Asterisk denotes zero or more repetitions of the preceding 
expression 

Digit * 

Plus denotes one or more repetitions of the preceding expression Alpha + 
Parentheses are used to group expansions ( A | B ) * 
Productions are written with the non-terminal name on the left-
hand side, expansion on the right-hand side  and terminated by a 
full stop 

AnonTerminal = "an expansion". 

 Square brackets enclose a character set ["a", "b", "c"] 
Dash in a character set denotes a range ["a" - "z"] 
Tilde denotes the complement of a character set if it is the first 
character 

[~ "(", ")"] 

Post-fix question-mark operator denotes that the preceding lexical 
expression is optional (may appear zero or one times) 

["0" - "9"]? ["0" - "9"] 

 


